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Introduction

This e-book will teach you how to use DHTML 
and AJAX to create amazing new applications 
and interactive features for your website. Tom  
Dell'Aringa shows you how to create Popup 
Windows, Fly out menus, Filmstrips, advanced 
form features and much more! 

Ajax enables you to write interactive  
applications while reducing the amount of data 
interchanged between the web browser and 
web server. This results in shorter processing 
times so you can give your user the ultimate 
web experience.DHTML allows you to create 
amazing effects and allows you to enhance the 
interactivity of your webpage without using 
any Plug-ins. DHTML files are also smaller then 
HTML files thus speeding up your website even 
further. 

What this book does, and who it’s for.

This book is for anyone with an interest in 
developing their DHTML and AJAX skills. The 
writer uses very clear examples that will enable 
you to master the programming languages. It’s 
also a useful reference for developers.

Please bear in mind that as websites are by nature 
populated with ever changing content, and are 
also often transient and quickly redesigned, 
many screenshots may not exactly match those 
seen if the link to the site is followed.

About Tom Dell’Aringa

Tom is our programming guru; he wants to teach 
you how to correctly use DHTML and AJAX by 
teaching the basics first, then covering some 
simple, commonly used scripting next. After 
that he will move on to building real world 
applications while making sure that the code is 
efficient and that the user experience is good.

During the early 1990's, Tom (http://www.
pixelmech.com/) spent his days as a graphic 
designer for a small publishing house. His boss 
threw a World Wide Web book at him one day, 
“encouraging” him to research it. Tom fell in 
love and quickly made the transition from print 
to web technologies, teaching himself along the 
way. During the wild ride of the dot.com era, 
Tom worked for a start up, web integrator Scient 
and a failed small design firm that bounced 
his paychecks. Forever fascinated by Peanuts 
comic strips, animation and history, he recently 
completed his first mini 3d film. He holds a B.A. 
in Fine Art from Columbia College, Chicago.

Bring your website to live with AJAX 
and DHTML

Tom shows you how to use DHTML by starting 
with the basics first.  After that he will move 
on with some real world applications. In the 
final part of this e-book tom shows you how 
to take control with AJAX to create amazing 
applications and features on your website.

 http://www.pixelmech.com/ 
 http://www.pixelmech.com/ 
http://www.pixelmech.com/notebook/2005/06/mini-animation-movie-meteorlogical-justice
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Getting started with DHTML

This chapter explains the meaning and the 
power of DHTML and the DOM. Furthermore it 
demonstrates some of the features in step by 
step tutorials.

DHTML: Introduction To Scripting The 
DOM
Tom starts off by showing the meaning of the 
DOM and what you can do with it. Simply put, 
the DOM allows you to dynamically change the 
page all on the client side. We’re not talking 
simple text color changes here, either. Want 
to add a whole table to your page? Go ahead 
and create one. Want to re-style every DIV on 
the page? Go ahead and do it. It will all happen 
at the click of a button, and it will all happen 
without sending the page back to the server. 
One seamless and smooth action that puts the 
punch in dHTML.

DHTML: Dynamic Client Side Table Sorting  
In this chapter T������������������������    om shows you a powerful 
feature of the DOM; how to manipulate the data 
the client (user) has already received without 
making a round trip to the server.

DHTML: Dynamic Class Switching
Being able to change the look and feel of a 
page not only allows you to enhance the look 
of a page, but can produce benefits in usability 
as well.     

The user doesn’t always need to be aware of 
the change either.   For example, I wrote about 
a script I wrote that took a search results table 
and shaded the rows with alternating colors. 
This produced the dual benefit of both looking 
nicer and making the table easier to read. This 
particular script ran using the onload event, 
and of course happens so fast the user is never 
aware the table rows were unstyled.

Introduction To Regular Expressions
It’s time to get into regular expressions! 
Regular expressions can be very difficult 
to build, use and understand. Like anything 
else regular expressions are a tool (in this 
case, a very powerful one) that can be used 
to your advantage. Even if you never become 
adept at building the expressions themselves, 
you should at least be able to look at one, 
understand what is basically going on and 
make use of it in your scripts.
 
Dynamic “Hide and Show” Content Using 
The DOM
Tom demonstrates the ���������������������  flexibility that the 
DOM and CSS have brought to developers. 
Websites no longer have to be static, page by 
page linear trudges through information. And 
we no longer have to rely solely on the server 
to dynamically change page content.  
One way we can use this behavior to our 
advantage is to tie more functionality to a 
page than is initially visible. 
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That hidden content can then react to the user 
based on their actions. Coupled with other DOM 
methods and methods like innerHTML you can 
develop a richer interactive interface for the user.

Real-World DHTML

This chapter shows you how to use DHTML for 
real world examples such as popup windows and 
menu’s, forms and various applications.

Popup Windows: Doing Them Right
Tom ���������������������������������������      addresses the right way to opening new 
windows. JavaScript can be somewhat picky about 
how you bring a new window into being, and not 
doing things exactly right can leave you pulling 
out your hair. But have no fear, Tom will show you 
how things work.

A Simple DHTML FlyOut Menu
 If there is one thing that computer users are familiar 
with it is the “drop down” or “fly out” menu system. 
This is also sometimes referred to as a “cascading 
menu” system. We see this particularly in operating 
system interfaces. 

Formatting User Form Data 
Often when you have a form, the user inputs data 
that either doesn’t match the format you desire, or it 
isn’t as nice looking as it could be. A good example 
is the phone number. The typical 7 digit phone 
number looks like 555-1212. Quite often, people 
entering phone numbers on web forms omit the 
dashes and enter 5551212 instead. 

While there isn’t anything wrong with this, there is 
a chance that an error is harder to spot by the user. 
 
What you could do is check the value of that phone 
number after it has been entered. If the dashes have 
been left out, you could simply add them. You could 
do the same thing for a 10 digit phone number or even 
an international phone number. Of course the more 
data you handle the more difficult it’s going to be. 
 
In this chapter we’ll take a look at 7 and 10 digit 
phone numbers and how we can format (or mask) 
them to look nicer should the user decide not 
to enter dashes. While we’re doing this we can 
introduce some handy string methods and talk 
about a very basic regular expression.

"Alertless” Client Side Error Messages
Tom shows you how to replace those old gray alert 
boxes in your forms with more colorful alert messages. 
Tom uses innerHTML to help you style your forms. 

More Controlling Form Fields 
Once you begin to use JavaScript you’ll find that a lot 
of what you end up scripting involves dealing with 
forms. Form submissions, validations, dynamically 
displaying fields and even disabling and enabling 
fields. The disabling and enabling part can be 
confusing so we’re going to cover how to deal with 
this subject with each type of form field: the textbox, 
radio button, checkbox, button and dropdown list. 
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The New And Improved Date Picker! 
In January of 2004 Tom wrote an article called The 
JavaScript Date Picker. In this chapter Tom wrote 
a complete remake of the old Date Picker article 
with a new and improved code. 

Spicing Up Data Tables With Highlighting Rows 
This time Tom builds a script that will allow your 
table rows to “highlight” as the user mouses over 
the row. He does this using the DOM, and we’ll 
even load the script at page load to keep things 
nice and clean.

An Abstract “Add Row” Class For Dynamic 
Table Rows (Like Yahoo!) 
Tom shows you how to dynamically add rows 
to your page. A good example is the attach 
document page for Yahoo! Mail. On that page I 
have the choice of adding up to five attachments 
– but what if I want to add more?  
 
The smart thing to do would be to give the user 
the option of adding more fields if they so desire. 
A great way would be to have a local script that 
instantaneously adds theform fields for the user. 
Tom shows you how to do this.

Take Control With AJAX
In the last six months there has been a lot of 
talk about AJAX, an acronym for “Asynchronous 
JavaScript + XML. Tom shows you how to take control 
of this new technology to create small but amazing 
applications.

Introduction To Ajax  
Tom explains how to use a very popular 
technology in web 2.0; AJAX.  The key element 
is the term “asynchronous”  - in other words Tom 
shows you how to make a round trip to the server, 
without actually going there! 

The AJAX Filmstrip  
For this chapter Tom is going to build a basic 
version of the Windows “Filmstrip” functionality. 
Filmstrip  is a folder view on the Windows 
platform that allows you to browse to multiple 
images.

AJAX: Ready States, PHP and Arrays  
In the previous chapter we built a basic filmstrip 
application using Ajax. In this chapter Tom shows 
you how to add new images and how to improve 
your code with less hard coded JavaScript. He’ll 
use PHP to figure out how many images (and what 
they are) on your server.  
 
Furthermore Tom uses arrays, both in JavaScript 
and PHP to do some of the data handling. Lastly, 
he’ll make use of the xmlHTTPObject’s ReadyState 
property to keep the user informed of the 
progress when loading new elements into their 
view.

Google Maps and AJAX: Web 2.0 On Your Web 
Site 
Tom shows you how to implement a Google Map 
on your web site using AJAX. 

http://www.dmxzone.com/ShowDetail.asp?NewsId=6151
http://www.dmxzone.com/ShowDetail.asp?NewsId=6151
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Getting started with DHTML

DHTML: Introduction to scripting the DOM 
The DOM – What is it?
Much has been made of the DOM (an acronym for 
Document Object Model) in recent years, especially 
since the term “dHTML” (for Dynamic HTML) was 
introduced to the web world. If you Google “DOM” 
you are bound to come up thousands upon thousands 
of references. Web lore has it that it’s an off-putting, 
complicated and esoteric subject. However, the 
heart of the DOM is pretty straightforward.

Simply put, the DOM allows you to dynamically 
change the page all on the client side. We’re not 
talking simple text color changes here, either. Want 
to add a whole table to your page? Go ahead and 
create one. Want to re-style every DIV on the page? 
Go ahead and do it. It will all happen at the click of 
a button, and it will all happen without sending the 
page back to the server. One seamless and smooth 
action that puts the punch in dHTML.

The W3C defines the DOM as “The Document 
Object Model is a platform- and language-neutral 
interface that will allow programs and scripts 
to dynamically access and update the content, 
structure and style of documents.” What the W3C 
lacks in clear speech they make up for in confusing 
sentences. But I digress; what all this means is that 
the DOM gives scripts (and for our purposes of 
course, JavaScript) direct access (or access at all) 
to all the content on a given HTML page.

I really like the way Peter-Paul Koch puts it, so let’s 
quote that:

“The Document Object Model 
(DOM) is the model that describes 
how all elements in an HTML 
page, like input fields, images, 
paragraphs etc., are related to the 
topmost structure: the document 
itself. By calling the element by 
its proper DOM name, we can 
influence it.”

If you have been reading my articles already, then 
you might remember we already talked about 
accessing forms and form elements with the DOM 
level 0. I showed you how easy it is to get direct 
access to those elements. This same principle 
works for any object on your page. (Although not 
all access is created equal, as you will find out.) 
You may have guessed that there are other DOM 
levels (really “recommendations”). The current 
specification the W3C is working on is actually 
level 3.

To further confuse things, the DOM that we’ll script,  
which currently has the most support among 
browsers right now, is the DOM level 1. We’ll 
continue to use the parts that worked well for us in 
level 0 as well (such as the forms array.) 

http://www.xs4all.nl/~ppk/js/index.html
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The reason we stick to the DOM level 1 is because 
it is the best supported among today’s browsers 
(Netscape 6+, Mozilla 1+, Explorer 5+, Opera 5+). 
Currently the other DOMs available only support 
proprietary methods (such as document.layers 
from Netscape and document.all from Microsoft) 
or are not yet implemented.

How The DOM Works

So how does the DOM allow us to “influence” elements 
on a page? The DOM sees the whole document as a 
tree. If you think of the document as the “root” of the 
tree, you realize by following the root to the trunk 
and up to each branch, you could travel to every leaf 
on the tree, each leaf being an element on the page: 

 

This is how the DOM gives you access to each 
element. You travel up the right branch to grab the 
leaf (or leaves) you want. Each leaf is technically 
called a "node." It was this kind of capability that 
really facilitated a lot of neat dHTML scripts.

However, there are some simpler terms and methods 
we can use as an introduction to the DOM before 
we get to the tree and its more advanced features. 
Instead, we'll start with a couple of well known 
and well used methods to dynamically change our 
page.

document.getElementById()

This method gives you direct access to the element 
you desire. Do not pass go, do not collect $200, do 
not attempt to access an array. All you need is a 
unique ID attribute on your element and you are 
golden. Just like you assign NAME attributes to form 
elements, any element can have an ID attribute. The 
only difference is that the ID value must be unique. 
This is of course so you can uniquely identify any 
element on a page. In the case of form elements 
where you already have a NAME attribute attached, 
you can still add an ID:

<input type=”text” name=”firstName” 
id=”firstName” value=”tom” />

You might remember that ID is what is used for the 
LABEL tag to tie the label to the form element.
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Now that you have named your unique element, you 
can use the getElementById() method to access its 
properties. So in the case of the above text input:

var name = document.
getElementById(“firstName”).value;

The variable “name” now holds the value “tom.” 
Note that we did not have to access the forms[].
elements[] array to get the value. For forms and 
their elements we actually should stick to the forms 
array, but I wanted to show you an example you 
would be familiar with.

Another example would be a DIV tag that you had 
styled with CSS. Let’s say you have the following 
simple CSS rule for a box on your page:

#box {
	 border: 1px solid #cc0000;
	 background: #ffffff; }

the “#” signifies that “box” is the ID of the element, 
and is unique to the page. If I wanted to change the 
background of the box to black instead of white, I 
could do the following:

var myBox = document.
getElementById(“box”);
box.style.background = “#000000”;

Accessing the style properties of the box (since 
we want to change the style) we attach a new 
value for the background property, and viola, new 
background color.

TIP:
You should know that when accessing CSS 
properties this way with JavaScript, which you 
cannot use spaces or dashes, which would seem 
to create a problem. How will you access the 
border-bottom of an element? The answer is that 
you simply change what is two word separated 
by a dash into an inter-capped word. Therefore, 
border-bottom becomes borderBottom, and 
margin-left becomes marginLeft.

getElementsByTagName()
Direct access is nice, but if you need more than one 
element, it gets cumbersome very quickly. What if 
we want to change the properties of all the rows 
in a table?  document.getElementsByTagName(
tagName) returns an array of all elements of the 
specified tag name. We could actually get an array 
of every single DIV on a page like so:

myDivs =  document.
getElementsByTagName(“DIV”);

Do not pass go, do 
not collect $200, 
do not attempt to 
access an array
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If our page contained the following DIVs:

<div id=”header”>content</div>
<div id=”body”>content</div>
<div id=”footer”>content</div>

Then we would end up with myDivs as an array 
filled with those three IDs. I could then loop through 
that array and perform some kind of operation on 
each one. Let’s say we wanted to give each div a 
top border with the properties of 1 pixel in width, 
and a color of black:

myDivs = 
document.getElementsByTagName(“DIV”);

var divTotal = myDivs.length;

for(i=0; i<divTotal; i++)
{
 myDivs[i].style.borderTop = “1px solid 
#000000”;
}

This would run through ALL the DIVs on your page 
and give each one the border style you indicated. 
With these points in mind, let’s move on and write 
a real world script.

Adding Dynamic Content
So here is our situation. We sell widgets to store 
owners. We have a form where the store owner has 
two lines to enter a barcode for the widget he wants 
to purchase. Then he would submit the form for 
processing and have his order delivered. There are 
two lines in which he can enter barcodes. However, 
what if he wants to enter more than two? He would 
have to reload the page again. We could offer more 
barcode lines in the form, but this takes up valuable 
space. 

What we can do is write a function that dynamically 
adds rows to our table which has our form, and 
of course adds the form elements so he can add 
more widgets! And yes, we’ll use the DOM to do 
this. Here is the simple version of what you’d see, 
without the submit button for the form or any other 
information:

Clicking the "Add Widget" button should give us 
another line to enter another widget. We aren't 
simply going to reveal a hidden row here, we are 
actually going to create a brand new one. This is 
the power of the DOM. We can literally rewrite the 
page on-the-fly, without the time needed to send 
the information down a wire to the server, and 
without the need to refresh the page to display the 
new fields.



13

Here is the HTML code for our little page:

<h3>Enter Widget Barcodes</h3>
<input type=”button” 
onclick=”AddWidget();” value=”Add 
Widget” />
<table id=”widgetTable”>
<tbody id=”widgetBody”>
<tr>
    <td>Widget 1</td>
    <td><input type=”text” size=”15” 
name=”widget1” /></td>
</tr>
<tr>
    <td>Widget 2</td>
    <td><input type=”text” size=”15” 
name=”widget1” /></td>
</tr>
</tbody>
</table>

You’ll notice a possibly unfamiliar tag <TBODY>.  
This tag is part of something called the complex 
table model, which is in contrast to the simple table 
model. All you really need to realize about this is 
that it gives you a finer level of control over the 
table, and we want that. Other than that, everything 
is fairly straightforward. 

We’ve used a table for layout only to have our form 
nicely lined up in rows. (And were we to want to 
style our form, we would use CSS, not presentational 
markup).   Although not shown, (since we aren’t 

using the form fu nctionality for this script), you 
would of course have your FORM tag in such a 
page. It’s not necessary for our script to work so 
we’ll leave it out for simplicity’s sake.

We’re going to trigger our script with a simple 
button using the onclick method. But we’re going 
to need to send our function some parameters.

The Script
All our script is going to need to work properly are 
two parameters. First, the table ID, and second, the 
table body ID. You’ll notice in the code above that 
we’ve given each one of those elements a unique 
ID, “widgetTable” and “widgetBody.”  This is going 
to allow us to reference our table directly just like 
we did with the DIVs earlier.
The start of the script looks like this:

var rowNumber = 3;
function AddWidget(bodyName, tableName)
{
	 var docBody = document.getElementByI
d(bodyName);
	 var tableName = document.getElementB
yId(tableName);

We’ve set a global variable called “rowNumber” 
which allows us to write the correct widget number 
as text, as well as set the right NAME attribute on 
each text field. Remember a variable that is outside 
your function is “global” in the sense that the whole 
page can see it. It will hold its value after we change 
it inside our function. 

http://www.blooberry.com/indexdot/html/tagpages/t/tbody.htm
http://www.blooberry.com/indexdot/html/tagpages/t/tbody.htm
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You can see we have specified the bodyName 
(which is the ID for the <tbody>) and the tableName 
(the ID for the table itself) parameters. Below that 
is our call to the getElementById() method. Passing 
our parameters in (since they are in fact the unique 
Ids) gives us that direct reference to each element, 
which is what we want.

A New Twist
And now for something completely different:

var newRow = document.
createElement(“TR”);
var newText = document.
createTextNode(“Widget “ + 
rowNumber);

Now we’ll begin to see the real power of the DOM 
in action. Here we have two new methods of the 
DOM. Notice that each new method is connected to 
the document object.  Remember our goal here is 
to dynamically create new content on the page, no 
reloading needed. We need to be able to produce 
new content on-the-fly. These two methods will do 
that for us.

createElement()
The createElement() method does just that – creates 
an element! What we want is new rows in our table, 
so we pass this method the tag of the element we 
want to create. In our case, it’s a TR. If we wanted to 
create a paragraph, we would have done document.
createElement(“P”). Nice and simple.

createTextNode()
There’s that funky word “node” again. Remember 
that the document is a tree and we talked about 
leaves. A node is simply one leaf on the tree. In this 
case, that node is going to be text. So, this method 
allows us to create some text. Logically, you pass 
the method a string of what you want created.

In our case, we passed “Widget” and then we 
concatenated the rowNumber so we’ll end up 
labels like “Widget 3, Widget 4” and so on. Here 
you see our global variable rowNumber in action. 
If that variable had been inside our function, we 
would have always gotten “Widget 3” no matter 
how many rows we added. 

Okay, that’s all fine and dandy, but this new “stuff” 
has only been assigned to variables. How do we 
actually get it into the page?

Stepping Through
Since we are going to want to write a whole row, 
we are going to need to loop through the row and 
write out what we want in each table cell. (In fact, 
we are going to have to write out the cell first!)
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We’ll create a FOR loop for that:

for (i = 0; i < 2; i++)
	 {

This will allow us to step through our loop 2 times 
(0, 1) which is what we want since we have 2 table 
cells. We talked about the SWITCH control structure, 
and we’ll make use of that next:

switch(i)
{
	 case 0:
	 newCell = document.
createElement(“TD”);
	 newCell.appendChild(newText);
	 newRow.appendChild(newCell);
	 break;
	
	 case 1:
	 newCell = document.
createElement(“TD”);
	 newField = document.
createElement(“INPUT”);
	 newField.type = “text”;
	 newField.name = “widget” + 
rowNumber;
	 newField.size = “15”;
	 newCell.appendChild(newField);
	 newRow.appendChild(newCell);
	 break;
}

There’s a lot going on here, because this is the 
meat of the function. First, notice we are using our 
i variable for the SWITCH. We could have used 
an IF...ELSE here, but that would have become 
cumbersome had we needed more table cells. (In 
fact, I wrote a similar script for a real contract where 
there were sometimes up to 12 cells in a row, so the 
SWITCH was really the only way to go!)

So case 0 is the label cell (Widget #) and case 
1 is the text field input. Once again you see the 
createElement() method, this time creating a new 
TD. Remember we’ve already created our row 
(theoretically, it hasn’t been added to the document 
quite yet) and now we are working on the row’s 
content.

appendChild()
Now we’ll actually do something to the document 
itself. The appendChild() method actually appends 
(adds) some element to another. It’s called append 
child because you are adding a child node (leaf) to 
a parent node (leaf). A table cell has a parent-child 
relationship with the table row in which it resides. 
The same can be said of the text within a cell. The 
cell is the parent and the text is the child. 

A parent element/object is simply the container 
for the child object. If I had a DIV with some text, 
the DIV would be the parent and the text would be 
the child.

If I had a document with nothing but a paragraph, 
the document is the parent and the P is the child.
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So we have this reference to a new cell we wanted 
to create. And we have a new text node we created 
above. All we have to do now is actually add that 
text node to the cell with this method:

newCell.appendChild(newText);

This places our new text into the cell we just created! 
Now you might have realized that we haven’t actually 
appended this new cell to anything yet. That’s why 
the next line is:

newRow.appendChild(newCell);

Now the cell is added to the row. You probably have 
further noticed that the row has not been added to 
anything yet! Patience, grasshopper.

The second CASE is our second cell and has a 
couple more items to deal with. First, we again 
create a new element, this time it’s an INPUT. That’s 
all fine and dandy, but what KIND of input! We’ll tell 
the script by using the TYPE property, which  you 
may remember we’ve used in previous scripts.

newField.type = "text";

We could have made it “checkbox” or any other 
type of input, even a button. Our text input needs a 
name, so we set the name property as well. Notice 
we added the rowNumber just like we did with the 
label in the previous cell. We also set the size to 
15 to make sure it is the same size as our existing 
inputs.

And what is left to do but append them!

newCell.appendChild(newField);
newRow.appendChild(newCell);

The text input is now added to the cell, and the cell 
to the row. We’re almost there.

Wrapping it Up
All we need to do now is attach our row to the 
table.

rowNumber += 1;
docBody.appendChild(newRow)

Notice we have to attach the row to the document 
body tag (<tbody>), not the table itself. This was the 
reason why we included it in the HTML and gave it 
an ID. I guarantee the reasons why this is the case  
would be a discussion to put you to sleep.

We’ve also incremented our rowNumber variable 
(since we just added a row) with a fancy-schmancy 
shortcut. 
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It means the same thing as:

rowNumber = rowNumber + 1;

Therefore, clicking the button should give you:

And you have just dynamically created a row and 
its content all on the client side!

Here is the full function:

var rowNumber = 3;
function AddWidget(bodyName, tableName)
{
	 var docBody = document.
getElementById(bodyName);
	 var tableName = document.
getElementById(tableName);
	 var newRow = document.
createElement(“TR”);
	 var newText = document.
createTextNode(“Widget “ + rowNumber);
}

Conclusion
We’ve just merely scratched the surface of what is 
possible with the DOM. When you think about the 
fact that you have access to every element on a page, 
and that you can modify each element, create and 
remove elements at your whim, you realize there is 
great power to be had.

But like Spiderman’s Uncle Ben said: “With great 
power comes great responsibility.” Well, maybe 
not in this case. At any rate, you’ll find that the DOM 
isn’t quite the panacea it appears to be. There are 
certainly some browser issues to face as not all 
browsers implement the DOM level 1 quite exactly 
the same. Peter-Paul Koch’s resource on the DOM 
and what is supported is invaluable in this case.

See if you can change the script and HTML to add 
new cells and content and see what you come up 
with!

http://www.xs4all.nl/~ppk/js/index.html
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DHTML: Dynamic Client Side Table 
Sorting

Sort Without the Extra Calories
Now that we have seen a couple of somewhat 
basic displays of the DOM’s potential, let’s look at 
something a bit more powerful and useful. As I have 
mentioned previously, some of the power of the 
DOM lies in being able to manipulate the data the 
client (user) has already received without making 
a round trip to the server.

One functionality that you would expect to hit the 
server for would be to resort some tabular data. 
However, we can in fact sort a table full of data 
without ever hitting the server using some powerful 
DOM techniques and the sort() and reverse() 
methods of the array object.

The Situation
We’re visiting a baseball statistics site and 
examining with awe the career home run leaders. 
The table looks something like the one below.

The top 5 career leaders listed by rank, player name 
and home runs. We’ll assume this is actually the full 
list up to say, 200 players. It would be nice to be able 
to sort the player name category alphabetically if 
we were looking for someone particular, like Mike 
Schmidt. And especially nice if we don’t have to 
make a trip to the server to do it. After we find 
Mike, we can then re-sort the table based on rank 
or home runs (which incidentally will return the 
same listing.) 

How can we make this happen?
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The HTML
The first thing we need is the table itself:

<h3>Career Home Runs</h3>

<table id=”results”>
<head>
<tr>
	 <th>Rank</th>
	 <th>Player</th>
<th>Home Runs</th>
</tr>
</head>
<tbody>
<tr>
	 <td>1</td>
	 <td>Hank Aaron</td>
	 <td>755</td>
</tr>
<tr>
	 <td>2</td>
	 <td>Babe Ruth</td>
	 <td>714</td>
</tr>
<tr>
	 <td>3</td>
	 <td>Willie Mays</td>
	 <td>660</td>
</tr>
<tr>
	 <td>4</td>
	 <td>Barry Bonds*</td>
	 <td>613</td>
</tr>

<tr>
	 <td>5</td>
	 <td>Frank Robinson</td>
	 <td>586</td>
</tr>
</tbody>
</table>

<p>*Active</p>

Everything there is fairly basic, except for two 
things. You already know about the TBODY tag 
which we have used in past scripts.  The TBODY 
tag helps to distinguish the rows that make up the 
body of the table data from rows that make up the 
header or footer. Thus the second thing to notice, 
we have also specified a row within a THEAD tag, 
which contains the header row. This will allow us 
to sort the results without having to somehow filter 
out the header content.

Setting up the Script
Let’s pull together the objects we need to do the 
sorting and place them into variables. We’re only 
going to need one parameter:

//global variable to store last column 
sorted
var lastSort = 0;

function SortTable(sortColumn) 
{
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The parameter “sortColumn” will be the column 
that the user clicked on to sort. After all we need 
to know whether they want to sort by rank or name. 
The global variable “lastSort” will hold the value 
of the last column sorted. We’ll need this to help us 
know whether to sort from top-to-bottom or bottom-
to-top. This will be explained further a bit later.

Now the objects we need:

//get table, table body and all the rows
var table = document.
getElementById(‘results’);
var tbody = table.
etElementsByTagName(‘tbody’)[0];
var rows = tbody.
getElementsByTagName(‘tr’);

Some of this should be fairly familiar. We are 
using two DOM methods to get what we need, 
the getElementById() method is used to get 
our table (which is called “results”) and the 
getElementsByTagName() is used to get the table 
body of that table and all of the rows of data.

You’ll notice something slightly different in the 
way we are retrieving the TBODY tag. There is a 
bracketed zero at the end, giving us:

var tbody = table.getElementsByTagName(
‘tbody’)[0];

If you have been paying attention (and not passing 
notes in the back of class) you might remember 
that a number within a set of brackets is an index 
position of an array. So all we are telling the script 
here is that we want the first TBODY tag of our 
table. This may seem a bit odd since in the past 
we’ve used the direct document.getElementById() 
instead. There’s going to be a very good reason 
why we do it this way. Stay tuned.

var rowArray = new Array();
var length = rows.length;

We’ve been using arrays quite a bit but we have not 
yet made our own, and that is what we are doing in 
the first line here. Even though we are going to have 
an array of the rows we need in the rows variable. 

The reasons for this are submerged in how   
JavaScript sees a ordered collection of data versus 
the type of ordered collection of data that is returned 
using the getElementsByTagName() method. 
Suffice it to say that we simply cannot perform the 
array methods that we need unless we place our 
data in an actual JavaScript array object.

Creating a new array is simple. The New keyword 
instantiates a new array object with the name you 
have given it (in this case “rowArray”). The array is 
now empty and ready for use. We’ll populate it in a 
moment. 
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Meanwhile, we’ve gotten the length of the rows 
collection (all of our rows in the table) using the 
length method. We’ll use this number to step through 
the rows and copy them to our array object.

Attack of the Clones
In order for our new array (“rowArray”) to be useful, 
we need to copy all the relevant data that currently 
resides in the rows collection.  Here’s where we 
begin to use the DOM, which has a wonderful 
method called cloneNode().

This method will allow us to copy everything we 
need in each row and place it in our array. Using it is 
simple. The method has two possible parameters – 
true or false. object.cloneNode(true) makes a copy 
of object, all its attributes, and all its subnodes. If 
you supply false, only the attributes are copied, not 
the subnodes. 

Remember a node is one of the “leaves” of the 
document tree. In the case of our row, it has leaves 
like the table cell and all the text in the cell. We 
definitely need this information, so we’ll need to 
supply true as our parameter.
Since we need to do this for every row, we’ll use 
our “length” variable from above and step through 
and clone them all:

for (var i=0; i<length; i++)
{
rowArray[i] = rows[i].cloneNode(true);
}

Now we have an array that contains all the 
information in each row – the row, the cell, and all 
the data in the cell. Now we can proceed to actually 
sorting the rows.

Up or Down?
One thing we need to consider is whether or not the 
row has already been sorted. If it has, we can reverse 
the sort, sorting from top to bottom or bottom to top. 
This gives the added benefit of sorting from either 
direction. At the top of the script we set a variable 
named “lastSort”, which was set to 0. Our script will 
check to see if the current column the user wants to 
sort (0, 1 or 2) matches that variable. If it does, the 
array will be reversed using the reverse() method. 
This simply flips the array around. If the parameter 
sent (“sortColumn”) and “lastSort” match then the 
user already sorted, so we turn it all around.

if (sortColumn == lastSort) 
{ 
	 rowArray.reverse();
}

If this is the first click however, we need to go and 
do the initial sort. So we’ll add an else clause to do 
that.
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else 
{
	 lastSort = sortColumn;
	 switch(sortColumn)
	 {
		  case 0:
		  rowArray.
sort(RowCompareNumbers);
		  break;
	 	
		  case 1:
		  rowArray.sort(RowCompare);
		  break;
	 	
		  case 2:
		  rowArray.
sort(RowCompareNumbers);
		  break;
	 }
}

You’ll notice that first, we set the “lastSort” variable 
to equal the parameter “sortColumn” so we can 
check for the reverse the next time through. The 
next thing we are doing is using the switch control 
structure do decide how to sort the array. Remember 
sometimes the switch is a cleaner way to do things 
than multiple if…else statements.

The actual sort function of the array object can be 
a bit confusing. We’ll discuss that a bit later, simply 
notice for now that if either the rank column or the 
home runs column is chosen, we’re going to use 
a sort function that sorts by numbers. Otherwise, 
we’ll use a generic sort function.

At this point the array is in the correct order, either 
reversed from a previous sort (or the initial page 
load) or just sorted by one of the two sort methods. 
All we need do now is apply the change so the user 
can see the results. Of course, the magic of the DOM 
will allow us to do that.

The Surgery Channel 
For this part we could have our own HTML surgery 
show. What we’re going to do is very sneaky. We’re 
going to do away altogether with the old TBODY 
and put a NEW one in its place – with the correctly 
sorted table rows. Ingenious! I wish I had thought 
of it.

var newTbody = document.
createElement(‘tbody’);
var length = rowArray.length;

for (var i=0; i<length; i++) 
{
	 newTbody.appendChild(rowArray[i]);
}

First we’ll create a new table body element using 
the createElement() method of the DOM. That’s the 
“newTbody” variable. Of course, this element is 
empty. Once again we’ll use the length, this time of 
our current rowArray to step through each row.
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Add Appendages
And we introduce another DOM method: 
appendChild(). You can probably guess what this 
little number does – it appends something on to 
an object. In particular, object.appendChild() let’s 
you insert a node into the object node as it’s last 
child node. 

You’ll notice we step through our for loop and 
append each row using the rowArray[] array to 
our new table body, until we have a completely 
new table body. It’s all ready to go, we just need to 
implement the change. But we can’t append it on to 
the table or we would have TWO table bodies (and 
more and more, depending on how many sorts the 
user would do!) – not the desired effect.

Out With the Old, In with the New!
One more DOM method will do the trick for us.  
The replaceChild() method does just what it says 
– it takes one new child, or object and replaces 
another. The two parameters it takes are the new 
child and the child to replace.

table.replaceChild(newTbody, tbody);

That line is the magic line! The moment this line is 
executed, the sort is made and user sees the results. 
If the user had already sorted the column, the whole 
else statement with the sort is skipped (the row is 
already sorted, it just need to be flopped, 

which we did with the reverse() method) and we 
come straight to the end to append and replace. 
There you have it, client side sorting!

The Sort Functions
But what about these nebulous sort array methods? 
This is somewhat of an advanced topic, and it is 
both powerful and complex. In any event, let’s take 
a look under the hood.

The sort array method looks like this:

array.sort([compareFunction])

Yikes! is all I have to say about that. What exactly is 
a compare function? Basically you decide what that 
will be, but it is somewhat standard in its format. 
You are essentially comparing two values, a and b. 
You do this with all the rows in your array until it is 
fully sorted. A simple example will help.
Here’s a simple array:

testArray = new Array(10, 2, 13);

When you create a new array, you have the option 
of adding the array values right away, which is what 
I have done using a comma delimited list. So our 
array now holds the numbers 10, 2 and 13.  
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Now the compare function will look like so:

function compare(a, b)
{
	 return a – b;
}

Here’s where it can get confusing. First of all, the 
name “compare” is arbitrary; I could have named 
it anything. The parameters “a” and “b” generally 
are sent automatically to the compare function by 
the sort method. However, you can define them if 
you wish. And the way this function is called is a bit 
odd as well:

testArray.sort(compare);

Just as we did in the above script. Notice the call to 
the compare function lacks the (). This is the correct 
way to call the function. The sort method knows that 
any function referred to inside its parenthesis is a 
compare function, and it will send that function 2 
values to compare. 

So two things to takeaway. First, you call the 
comparison function inside the sort() parenthesis, 
but without using the comparison functions 
parenthesis. 

Second, you don’t send the comparison function 
the parameters a and b, the sort method does this 
for you. (Although you can define what a and b are, 
as you will see in our comparison functions).

So how does this work? When the compare function 
is called, the JavaScript sends two parameters to 
the function until all the elements in the array have 
been compared with each other. Based on the 
criteria you set in your compare function, values 
are moved up or down until the sort is complete.
Array sorting is a pretty big topic that could be a 
large chapter in itself. 
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For the record our two sort functions:

function RowCompare(a, b) 
{
	 var aVal = a.getElementsByTa
gName(‘td’)[lastSort].firstChild.
nodeValue;
	 var bVal = b.getElementsByTa
gName(‘td’)[lastSort].firstChild.
nodeValue;
	
	 var rVal;
	
	 if(aVal == bVal) 
	 {
		  rVal = 0; 
	 }
	 else
	 {
		  if(aVal > bVal)
		  {
			   rVal = 1; 
		  }
		  else
		  {
			   rVal = -1; 
		  }
	 }
	
	 return rVal;
}

In the basic compare function, we’re setting a 
and b as the value of the first child of the table 
cell, on the column we are sorting (lastSort – 
which will be 0, 1 or 2). 

You already know what getElementsByTagName() 
does, so we get the TDs of our row in the correct 
column. If player name is clicked, then 1 is sent 
along, which means we’ll get the second TD of the 
current row. 

In addition, you see the firstChild() method. This 
simply means “give me the first child node of the 
table cell”. Well, the very next thing after a table 
cell is the content inside that cell. That is the child 
of a TD. The nodeValue is simply the text of that 
cell. The compare does the comparison and sorts 
the array. You’ll probably wonder how this is the 
case, since we are sorting player names with this 
function. The answer is that each character has a 
numeric value and that is what is really be sorted. 

The sort moves through the word checking the 
numerical value of each letter. If the first letter is 
different, the sort is made. If they are the same, 0 is 
returned (no move is made) and the next letter is 
compared. So “Barry” and “Babe” are compared on 
the third letters, “r” and “b” and Babe comes first.

In the case of comparing numbers:

function RowCompareNumbers(a, b) 
{
	 var aVal = parseInt(a.getElementsByTag
Name(‘td’)[lastSort].firstChild.nodeValue);
	 var bVal = parseInt(b.getElementsByTag
Name(‘td’)[lastSort].firstChild.nodeValue);
	 return (aVal - bVal);
}

The same concept applies. 
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The Full Script

		
	

var lastSort = 0;

function SortTable(sortColumn) 
{
	 //get table, table body and all the rows
	 var table = 
document.getElementById(‘results’);
	 var tbody = 
table.getElementsByTagName(‘tbody’)
[0];
	 var rows = 
tbody.getElementsByTagName(‘tr’);
var rowArray = new Array();
	 var length = rows.length;
	
	 //clone each row for sorting
	 for (var i=0; i<length; i++)
	 {
		  rowArray[i] = rows[i].cloneNode(true);
	 }
	
	 //if these match, row has been sorted = reverse array
	 if (sortColumn == lastSort) 
	 { 
		  rowArray.reverse();
	 }
	 else 
	 {
		  // set flag that column is sorted to reverse it later
		  lastSort = sortColumn;
		  switch(sortColumn)
		  {
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			   case 0:
			   rowArray.sort(RowCompareNumbers);
			   break;			 

			   case 1:
			   rowArray.sort(RowCompare);
			   break;
	 	 	
			   case 2:
			   rowArray.sort(RowCompareNumbers);
			   break;
		  }
	 }
	
	 var newTbody = document.createElement(‘tbody’);
	 var length = rowArray.length;
	
	 for (var i=0; i<length; i++) 
	 {
		  newTbody.appendChild(rowArray[i]);
	 }
	
	 table.replaceChild(newTbody, tbody);
}

// sort Functions
function RowCompare(a, b) 
{
	 var aVal = a.getElementsByTagName(‘td’)[lastSort].firstChild.nodeValue;
	 var bVal = b.getElementsByTagName(‘td’)[lastSort].firstChild.nodeValue;
	
	 var rVal;
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Conclusion
Don’t let the complexity of the array sorting get in the way of what we really happened with the DOM. We 
took data that we once received from the server and manipulated it in real time. Methods like appendChild 
and cloneNode and replaceChild are very powerful. They allow applying real time manipulation to objects 
the user is interacting with.

These methods can be used to modify your page in any number of ways. The web community has certainly 
only seen the tip of the iceberg of what can be done. In the future we should see more and more creative 
uses of the DOM that will enhance the user experience.

	 if(aVal == bVal) 
	 {
		  rVal = 0; }
	 else
	 {
		  if(aVal > bVal)
		  {
			   rVal = 1; 
		  }
		  else
		  {
			   rVal = -1; 
		  }
	 }
	
	 return rVal;
}

function RowCompareNumbers(a, b) 
{
	 var aVal = parseInt(a.getElementsByTagName(‘td’)[lastSort].firstChild.nodeValue);
	 var bVal = parseInt(b.getElementsByTagName(‘td’)[lastSort].firstChild.nodeValue);
	 return (aVal - bVal);
}
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DHTML: Dynamic Class Switching
Being able to change the look and feel of a 
page not only allows you to enhance the look of 
a page, but can produce benefits in usability as 
well. The user doesn’t always need to be aware 
of the change either. For example, I wrote about 
a script I wrote that took a search results table 
and shaded the rows with alternating colors. 
This produced the dual benefit of both looking 
nicer and making the table easier to read. This 
particular script ran using the onload event, 
and of course happens so fast the user is never 
aware the table rows were unstyled.

We’ll take a look at this very script for our first 
example.

The Original Page
Let’s take a look at our page before we color the 
rows. Assume we have a search results table, 
showing 10 results.  This table has the normal 
header and column headings, next page links 
and so forth. It looks like this:

This doesn't look too bad since we have used the TH 
to get a bold text in the column headings and we've 
even styled the table itself with a 1 pixel border 
using CSS. But it could still be better. To start with, 
here are the current CSS styles:

TH {
	 text-align: left; 
	 border-left: 1px solid #000;
	 border-bottom: 1px solid #000;}

TD { 
	 border-left: 1px solid #000;
	 border-bottom: 1px solid #000; }
	
TABLE { 
	 font-size: 12px; 
	 border-top: 1px solid #000; 
	 border-right: 1px solid #000;
width: 100%; }

.right { text-align: right; }
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And here is our HTML:

<h3>Vintage Cartoon Characters</h3>
<p class=”right”>1 - 10 of 100 | <a 
href=”#”>Next Page</a></p>
<table id=”cartoonTable” 
cellspacing=”0” cellpadding=”4”>
<tr>
<th>Result #</th>
<th>Character Name</th>
<th>Specialty</th>
</tr>
<tr>
<td>1</td>
<td>Yogi Bear</td>
	 <td>Picnic Baskets</td>
</tr>
<tr>
<td>2</td>
<td>Woody Woodpecker</td>
	 <td>That Witty Laugh</td>
</tr>
<tr>
<td>3</td>
<td>Bugs Bunny</td>
	 <td>Superior Wits</td>
</tr>
<tr>
<td>4</td>
<td>Daffy Duck</td>
	 <td>Loveable Loser</td>
</tr>
<tr>

<td>5</td>
	 <td>Huckleberry Hound</td>
	 <td>Easygoing</td>
</tr>
<tr>
<td>6</td>
<td>Atom Ant</td>
	 <td>Atomic Power</td>
</tr>
<tr>
	 <td>7</td>
<td>Foghorn Leghorn</td>
	 <td>Overconfidence</td>
</tr>
<tr>
<td>9</td>
<td>Marvin the Martian</td>
	 <td>He’s an Alien</td>
</tr>
<tr>
<td>10</td>
<td>Yosemite Sam</td>
	 <td>Anger</td>
</tr>
</table>

Pretty straightforward stuff. What we want to do is 
have the header row a nice dark color with white 
text, and then alternating shades of a color to 
enhance the readability. We’ll create those styles 
and then apply them row styles (the header style 
we’ll hardcode) dynamically using the DOM.
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The New Styles
We actually only need 2 new styles. Since we are 
correctly using the TH tag for our column headers, 
we can simply add our new rules to the TH selector 
to get what we need:

TH {
	 text-align: left; 
	 border-left: 1px solid #000;
	 border-bottom: 1px solid #000;
	 background: #000;
	 color: #fff;}

Adding the black background and white foreground 
color is exactly what we need. All we need now is 
2 styles to color our table. We’ll use two shades of 
green and name the styles accordingly:

.rowColor1 {
	 background: #99ff00; }
	
.rowColor2 {
	 background: #ccff99; }

These will be the styles we are going to dynamically 
apply at page load. Now we have all we need to 
build the script.

Setting the Stage
We’re going to use our good friend that we already 
introduced, getElementsByTagName(). This is 
going to allow us to get all the rows and then apply 
styles. You might have already realized that we 
don’t want to apply a class to the first row, since it is 
already styled using the TH. We’ll have to deal with 
that.

Hopefully you noticed in our above HTML that we 
gave our table an ID (“cartoonTable”). This will 
allow us to localize our “row-getting” to only that 
table. If you are using a table for layout (which we 
hope you either are not doing, are you are doing 
sparingly!) then you don’t want those rows colored. 
You might also possibly have other data holding 
tables that should not be colored.

We should write this script to be usable by any 
table, not just this one. So we’ll send the table ID 
along as a parameter. Then we can use the script 
for any table, and simply pass along the table ID to 
color its rows.

function ColorRows(tableID)
{
	 var oTable = document.
getElementById(tableID);
}
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Here you see our old friend getElementById() as 
well. We’ve passed the ID of our table using the 
onload event, and our script has set our variable 
oTable (remember using “o” to signify “object” is 
one way to name your variables) to get our cartoon 
character table (or the table you passed it.)

A handy way to call your onload event without 
attaching it to the actual body tag:

window.onload = ColorRows(‘cartoonTable
’);

This allows you to keep your event call grouped 
with your script (you would place this line inside 
your SCRIPT tags.)

Getting the Rows
We’re going to use the getElementsByTagName() 
method to grab all the rows in our table. This will 
a collection of rows for us to use (basically this 
collection acts just like an array so we will treat 
it as such). Since we’ve already set up our table 
as a variable, we can simply attach the method 
to that variable and get all the rows of that table 
specifically. This will alleviate any problems with 
any other tables that might be present. Rembember 
all we have to do is pass the string of the tag name 
we want to get:

var oRows = oTable.getElementsByTagName
(“TR”);

This gives us each row in the cartoon table.

Looping Through
The last time we looped through the tags we 
retrieved, the FOR loop was used. We’ll do 
something very similar here, but with a twist. We’ll 
use the FOR...IN control structure. This will give us 
the benefit of not having to measure the length of 
oRows array. How? Here is the format for using the 
FOR...IN:

for (variable in object)
{
statements
}

This will simply give us each object IN the collection. 
That’s exactly what we want! An interesting point to 
notice is that the first iteration gives us the length 
of the collection. This won’t affect us adversely in 
any way, so we can safely ignore it.

So in our case our statement looks like:

for(var i in oRows)
{
	 modRemainder = i % 2;
}

We declare the variable i right where we use it, then 
specify to use that variable in our oRows collection. 
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We could have done (i in oRows) and that would 
have accomplished the same thing. It’s kind of nice 
to use the var keyword though the first time you 
use a variable.

Modulus... Wasn’t He on Star Trek?
Before we color our rows, we realize that every 
other row must be a different color. That’s why we 
set up our two different classes with two different 
colors. But how are we going to handle this? Luckily, 
the Modulus has come to our rescue. Modulus is 
one of those irritating technical words that means 
nothing to most of us. Modulus really means “the 
remainder.” The symbol we use for this in JavaScript 
is the “%” symbol.

The modulo function is the integer remainder (no 
fractions or decimals) of dividing var1 by var2. For 
example, 12 % 5 returns 2 (5 can only go into 12 twice, 
with 2 left over (the ‘remainder’ or ‘modulus’.) 

Since we want to deal with every other row, we’ll 
“modulo” each item in our collection by two. This will 
either give us a result of 1 or 0 – telling us whether 
the row number is odd (and has a remainder of 1) 
or even (and has no remainder). This is just what 
we need:

for(var i in oRows)
{
	 modRemainder = i % 2;
}

Now normally you might use an IF...THEN...ELSE 
control to branch off to either class based on the 
result of 0 or 1. That would be fine. This is the PERFECT 
place for the Ternary operator! We’ve already got 
our two classes defined. The ternary operator works 
by setting the whole thing to a variable – which in 
our case we will call “newClass.” 

newClass = (modRemainder == 0) ? 
“rowColor1” : “rowColor2”;

Here we are saying that if the REMAINDER of i/2 
equals 0, then our newClass is equal to rowColor1. 
Otherwise, it’s equal to rowColor2. That’s a sweet 
way to save some space in your code, and once you 
get used to seeing it, it’s not hard to read at all. 
All that’s left now is to color the rows.

Color the Rows
Remember we treat this oRows collection just like 
an array. We have the variable i iterating through the 
collection, to tell us which row we are on. Setting the 
class on an object requires us to use the “className” 
property of the current object. This is the JavaScript 
equivalent of writing ‘class=”someClass”’ in your 
HTML markup.But what about the first row? It’s our 
header row. We don’t want that row to be green, we 
want it to stay black. How can we avoid this conflict? 
The truth of the matter is, we don’t have to worry 
about it. In fact, the header row WILL have one of 
the two classes applied to it, but it won’t matter. 
Why?
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Specificity Rules
The reason it doesn’t matter is because we have 
styled the TH. In CSS the style on the TH is more 
specific than the class name. A table cell is more 
specific (“deeper in” as it were) than a table row. 
That means that the TH styles will overrule the class 
style. Isn’t CSS great?
Therefore we can now set our new class names 
without reservation:

oRows[i].className = newClass;

 
The Full Script
With all the pieces in place, we now have our full 
script written:

function ColorRows(tableID)
{
	 var oTable = document.
getElementById(tableID);
	 var oRows = oTable.getElementsByTagN
ame(“TR”);
	 var modRemainder;
	 var newClass;
	
	 for(var i in oRows)
	 {
		  modRemainder = i % 2;
		  newClass = (modRemainder == 0) ? 
“rowColor1” : “rowColor2”;
		  oRows[i].className = newClass;
	 }
}

Which gives us:
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It's nice and compact and it will work on any table 
of which we send an ID. We do need to remember 
the specificity of the TH rules in the first row. But 
what if we didn't have those TH rules in place, but 
still wanted to avoid coloring the first row?

The solution there is also quite simple. We can 
use the continue keyword and jump out of the first 
iteration of the loop. When you use the continue 
keyword in a loop, it tells the loop to exit out of 
the current iteration immediately, but keep going 
through the loop. It allows you to skip a loop.

Since 0 is the first number in an array of course, 
you could simply do:

if(i==0) continue;

And your loop would skip the first row. Try it for 
yourself with the first row (with the THs) commented 
out.

Highlighting a Row
For our last trick, we’ll assume we wanted to 
highlight a specific row with yet a third color. 
Assume we also have the following CSS class:

.highlight { background: red; color: #fff; }

Furthermore, we want to highlight Bugs Bunny, 
since he is a snappy guy. We’ll assume that when 
our HTML was coded (whether by hand or by some 
kind of server side code fed to the browser) that 
the line we wanted to highlight (Bugs’ row) had a 
class name attached already, called, coincidentally 
enough – highlight.

The problem is, our script will overwrite the red 
color with one of our green classes. We don’t want 
to change it. The nice thing is we can match against 
the class name in our script as well, and we can 
again use continue to do our bidding.

First we’ll check to see if the class name is the one 
we want to preserve, if it is, we will simply continue 
and not change it:

if(oRows[i].className == “highlight”) 
continue;

Notice that I didn’t use the curly braces since the 
IF statement is all on one line (and the conditional 
statement is, after all only one word), which is 
perfectly legal. This gives us Bugs all nicely 
highlighted:



36

Conclusion
The beauty of the DOM is doing things on-the-fly, without hitting the server. You 
probably noticed how little code we had to use to accomplish what in the old days 
took lots of nested tables, font tags and other ugliness.

Plus, our script was very small and abstract enough to use with any table we want. As 
usual, play with the script and the code and see what you can do. Change the colors, 
even try use the modulus to have a 3 color table! (I know, not very practical, but it 
could be fun.)
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Introduction to Regular Expressions
Well, I have procrastinated enough – it’s time to get 
into regular expressions! In the past I have inserted 
a regular expression (also known as a regexp or 
regex) in past articles, but I have always stated the 
discussion of them was out of scope. Truly regex 
deserves its own article – and then some! 

The reason I have delayed is that quite frankly, 
regular expressions can be very difficult to build, 
use and understand. Many people find them very 
difficult and avoid them altogether at all costs. I’ll 
be the first to admit I’m not regular expression 
expert – however I do use them when I can. Like 
anything else regular expressions are a tool (in this 
case, a very powerful one) that can be used to your 
advantage. It would be silly to discard it altogether 
because it might be a little harder to use than 
something with which you are more comfortable.

The good news is you don’t have to be a regular 
expression expert to use them. If you have been 
following my articles over the past year or so, then 
you have both seen and used them. The web is 
littered with resources on regular expressions, and 
you can get your hands on standard expressions 
pretty easily. So as long as you know how to use 
them, you should be able to take advantage of 
them. Even if you never become adept at building 
the expressions themselves, you should at least be 
able to look at one, understand what is basically 
going on and make use of it in your scripts.

What is a regular expression?
But what is a regular expression? If you’ve seen 
one, they indeed look daunting. They look more 
like a string of letters you’d see for a curse word 
in a comic book – and most people would agree 
that that perception is quite appropriate! But no, it 
is something much more than that. You see, regular 
expressions are all about pattern matching.

Regular expressions are most often used to 
validate strings of text, whether in forms or other 
contexts. What regular expressions allow you to 
do is powerfully match what you do or do not want 
to see in your strings, instead of writing big long 
functions that tear apart the string looking for bits 
and pieces and so forth.

Someone a lot smarter than me stated that you can 
think of a regular expression as a group of Lego 
building blocks. Once you put them all together, 
they make sense as a whole. I’m not sure that helps 
me a whole lot but maybe it will help you. They have 
also been described as “wild cards on steroids”! 
So for example, we might have a simple string like 
this:

JavaScript

If you look at those letters, we can see some 
patterns. We see two capital letters, ‘J’ and ‘S.’ We 
see groupings of lowercase letters, such as ‘ava’ 
and ‘cript.’ 
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Look at an e-mail address:

tom@foo.com

There are a lot more patterns here – a string of 
characters before the @, some after, groups of 
characters before and after the ‘.’. You could have 
much more complex e-mail addresses as well 
with periods, underbars and other funny symbols. 
Regular expressions allow you to powerfully match 
and validate these patterns. Futhermore, JavaScript 
gives you methods to use regular expressions to 
test and match your patterns to see if you’ve got 
what you wanted.

Literal characters, special characters & non-
printable characters
Before we jump in to looking at some patterns and 
how to make them, we must understand there are 
really 3 types of characters you can match.
1.	������������������������������������������������       Literal characters: These are your basic abc’s 	
	 and your 123’s
2.	�����������������������������������������     Special characters: Also often called 			 
	 “metacharacters” these consist of:
a.	������������������������    opening square bracket [
b.	����������  �backslash \
c.	������  �caret ^
d.	�������������   dollar sign $
e.	���������������    period or dot .
f.	����������������������������      �vertical bar or pipe symbol |
g.	���������������   question mark ?
h.	�����������������    �asterisk or star *

i.	�����������   plus sign +
j.	������������������������    opening round bracket ( 
k.	�����������������������    closing round bracket )
3.	 Non printing characters: such as tabs and line 
feeds
 
If you want to match a special character as a literal 
character, you have to escape them – in other words 
you have to precede them with a backslash. So if I 
wanted to literally match a dollar sign (maybe I am 
searching for a money pattern) I would have to do this: 

\$

You do not escape literal characters – unless you are 
using a specific pattern that has a specific meaning. 
For example an escaped ‘d’ like this:

\d

indicates a single digit from 0-9. Similarly, for non 
printing characters we use escaped literals:

\t is a tab, \n is a line feed

The metacharacters themselves (unescaped) are a 
big part of how we define patterns. 



39

Shorthand characters
As indicated by the digit pattern, there are some nice 
shorthand characters we can use. For example, \d 
matches a single character that is a digit, \w matches 
a “word character” (alphanumeric characters 
plus underscore), and \s matches a whitespace 
character (includes tabs and line breaks). As you 
learn more about regex you’ll find there are more 
of these useful shortcuts.

Building your first pattern
So let’s jump right in – it’s really the only way to 
figure any of this out. Let’s say we are validating 
a street address and we want to make sure they 
only input the street number for now (no letters). 
In other words, we only want characters 0-9. You 
should already have an idea on how to do this.

Setting up Regular Expressions in JavaScript
First we need something to hold our pattern – and 
a variable will work just fine, thank you. There is a 
RegEx object in JavaScript, but we’ll skip that for 
now (and we don’t really need it). The first thing we 
need to know is that our pattern will be surrounded 
by backslashes. So an empty pattern looks like 
this:

var myRegEx = //;

We’ll place the pattern inside the backslashes. 

Also, two helpful characters you’ll use in a lot, if 
not all of your patterns will be the caret (^) which 
denotes beginning of line, and the dollar sign ($) 
which denotes end of line. So a blank pattern that 
starts at the beginning of the line – or string and 
ends at the end of it looks like this:

var myRegEx = /^$/;

Now we just need to fill in the pattern. Well, we want 
to allow a series of characters – specifically 0-9. 
We can use brackets ( [ and ] ) to do that. Anything 
inside a pair of plain brackets means “any series of 
characters” that match what you put inside. 

var myRegEx = /^[0-9]$/;

So inside our brackets we’re saying “match anything 
that has 0 through 9.” Let’s build a simple script to 
test this.
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<!DOCTYPE html PUBLIC “-//W3C//DTD 
XHTML 1.0 Transitional//EN”
	    “http://www.w3.org/TR/xhtml1/DTD/
xhtml1-transitional.dtd”>
<html>
<head>
<script type=“text/javascript”>
var address = 8457;
var patternmatch = /^[0-9]$/.
test(address);
alert(“Match is: “ + patternmatch);

</script>
</head>

<body>
<p>We’re just testing some regex here, 
so relax!</p>
</body>
</html>

We’ve set up a simple variable named address and 
put a house number there. Then a variable named 
“patternmatch” to hold our regular expression – and 
something else. You notice we attached a method 
to it named “test.” This is a JavaScript method that 
allows you to – you guessed it – test your pattern! So 
if the method finds a match anywhere in the string 
you provide, it will return TRUE. Otherwise, it will 
return FALSE.

The argument we supply the test method is the 
string we want to test, so we put address as the 
argument. 

Lastly, we’ll simply alert the patternmatch variable 
and see what our result is. Go ahead and try it and 
you’ll see that the result here is… false? Why doesn’t 
this work? Certainly 8457 contains only characters 
within the 9-0 range, correct?

That’s true, but the problem is we’ve only told the 
pattern to look for ONE character. We need to 
somehow tell the pattern to match one or more of 
0-9. There are two similar characters we can use to 
do this:

•	 The asterisk “*” Tells the pattern to match 0 or 
more occurrences
•	 The plus “+” tells the pattern to match 1 or 
more occurrences.

Since we really want 1 or more ( we don’t want an 
empty address) we need to add that plus sign – but 
where? Well, NOT inside the brackets – we don’t 
want to match a plus sign – we’d put it OUTSIDE 
the brackets. This tells the pattern one or more 
matches of what is INSIDE the brackets. So the new 
test looks like:

var address = 8457;
var patternmatch = /^[0-9]+$/.
test(address);

And this will result in TRUE – you do indeed have 
one or more occurrences of characters 0-9. Pop 
Quiz – what if you wanted 0 or more? (Answer – a 
couple sentences above you!)
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Now this is all fine and dandy, but most street 
addresses have a street name too, and street names 
are generally spelled with letters, not numbers. 
Luckily, there is a shortcut for “word” characters 
– in other words, letters and digits. That shortcut is 
to use \w (for ‘word’).

var address = “8457 Maple Lane”;
var patternmatch = /^[\w]+$/.
test(address);
alert(“Match is: “ + patternmatch);

Like before, we added the plus sign outside the 
brackets to indicate that we want one or more of 
these matches in our string. Looks like this should 
work no problem right? Unfortunately, no. The 
problem is we have two spaces there, and when 
we are pattern matching with regular expressions 
we are looking for exact matches, and our pattern 
does not match exactly because we have spaces in 
our string.

Again, there is a shortcut for spaces (called 
whitespace in regular expression land), and as you 
might guess it is \s. How about if we add that into 
our pattern like so:

var address = “8457 Maple Lane”;
var patternmatch = /^[\w\s]+$/.test(address);
alert(“Match is: “ + patternmatch);

Ah, this will now return as true! 

So this pattern is looking for any word character 
or any whitespace character one or more times in 
a string. But now we have another problem, quite 
often in addresses, people abbreviate Lane as “ln.” 
or Avenue as “Ave.”. This adds another character 
– a period. If we change our address, our pattern 
will now fail:

var address = “8457 Maple Ave.”;
var patternmatch = /^[\w\s]+$/.
test(address);
alert(“Match is: “ + patternmatch);

We have not accounted for the period in our 
pattern. A period is neither a word character nor 
a whitespace. Assuming that we aren’t going to 
be super picky on where the period occurs in 
the string, we should be able to simply escape 
the period (because the “dot” is a special pattern 
matcher in regex) and add it to the pattern inside 
the brackets. If we try that:

var address = “8457 Maple Ave.”;
var patternmatch = /^[\w\s\.]+$/.
test(address);
alert(“Match is: “ + patternmatch);

Once again our pattern will return true. This would 
also allow for things like P.O. boxes and other 
abbreviations. For argument’s sake though, let’s 
say we only wanted to allow the period at the end 
of the string. 
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We need to make the part of the pattern that tests 
for the period separate. A regular expression works 
in order from left to right, just as we read. So we can 
make this adjustment:

var address = “8457 Maple Ave.”;
var patternmatch = /^[\w\s]+\.{1}$/.
test(address);
alert(“Match is: “ + patternmatch);

Our pattern is growing a bit now and it can seem to 
be a bit confusing. Believe me, this is a very SMALL 
regular expression! I’ll give you some long ones at 
the end to show you some really wacky patterns. 
But just remember that you read them left to right, 
and you take each piece at a time. Now, our new 
pattern is:

/^[\w\s]+\.{1}$/

With the adjusted/new part in bold face.  We’ve 
returned the first part of the pattern “[\w\s]+” to 
again say any word or whitespace character, at 
least one or more times. 

Now remember the $ sign is the character that 
states the end of our string (the boundry) so right 
before that we are saying that there can be a period 
– and furthermore we are using a 1 in brackets {1} 
to state that there can only be ONE. So the above 
pattern returns true. However if you put the period 
in another place other than the end, or use two 
periods (like in P.O. Box) it will return false. 

These pieces that allow you to modify your pattern 
pieces and say how many times an item should 
appear or how many repeats – are called quantifiers. 
So {n} is a quantifier where the preceding item must 
appear only n times.

The e-mail validation
You could keep modifying that pattern until you 
matched all kinds of special conditions, like P.O. 
Box, apartment numbers and so forth. However, 
let’s take a look at something we all seem to need 
to validate: the e-mail address. 

Writing regular expressions for e-mails is almost 
a sport with some regex experts. There are many, 
many ways to do it, and it depends on your particular 
needs. Here’s one that works that we can take a look 
at and see how to apply it to your scripts:

var email = “pixelmech@yahoo.com”;
var patternmatch = /^[a-zA-Z0-9_\.\-]+@[a-
zA-Z0-9\-]+\.[a-zA-Z0-9\-\.]+$/.test(email);
alert(“Match is: “ + patternmatch);

Whoah! Now that’s looking a bit more complex – 
but it really isn’t. If we read it left to right and take 
it piece by piece we get:

[a-zA-Z0-9_\.\-]+
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This states we can have one or more of:
•	 Any lowercase letter
•	 Any uppercase letter
•	 Any digit
•	 Any underbar
•	 Any period
•	 Any dash

Because all the symbols for those are wrapped 
inside the one set of brackets, modified by the 
“one or more” quantifier. This will take care of 
99% of your e-mail addresses. 

Next you have the “@” sign. Since this is not 
a special character used in pattern matching, 
it is seen as a literal character, and will be 
matched as such. So far my “pixelmech@” is 
just fine. It could even be “pixelmech_tom@” 
or “pixelmech.tom@” and still be fine.

The last part is very similar:

[a-zA-Z0-9\-]+\.[a-zA-Z0-9\-\.]+

It is allowing the same types of characters 
(although dashes instead of underbars), a 
period, and then the same thing again, one or 
more of each. So strings like “some-company.
com” or “tom.jones.org” will also match.

Use it in a script
So to use it in a validation script, you’d do 
something just like this:

<!DOCTYPE html PUBLIC “-//W3C//DTD 
XHTML 1.0 Transitional//EN”
	    “http://www.w3.org/TR/xhtml1/
DTD/xhtml1-transitional.dtd”>
<html>
<head>
<script type=“text/javascript”>
function validateEmail(oForm) 
{
	 var oEmail = oForm.
elements[‘email’].value;
	 var validateEmail = /^[a-zA-Z0-9_
\.\-]+@[a-zA-Z0-9\-]+\.[a-zA-Z0-9\-
\.]+$/.test(oEmail);

	 if(!validateEmail)
	 {
		  alert(“Ooo bad e-mail! Try 
again...”);
		  return false;
	 }
	 else
	 {
		  return true;
	 }
}
</script>
</head>
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<body>
<h2>Subscribe!</h2>
<form name=“subscribe” 
onsubmit=“return 
validateEmail(this);”>
Name: <input type=“text” name=“name” 
/><br />
E-mail: <input type=“text” 
name=“email” /><br />
<input type=“submit” 
value=“Subscribe” />
</form>
</body>
</html>

And there you have it, a regular expression you can 
understand and use! Remember I promised some 
tough ones – check these out:

Here’s one that allows complex email addresses 
including IP addresses:

	
^([a-zA-Z0-9_\-])+(\.([a-zA-Z0-
9_\-])+)*@((\[(((([0-1])?([0-
9])?[0-9])|(2[0-4][0-9])|(2[0-
5][0-5])))\.(((([0-1])?([0-9])?[0-
9])|(2[0-4][0-9])|(2[0-5][0-
5])))\.(((([0-1])?([0-9])?[0-
9])|(2[0-4][0-9])|(2[0-5][0-
5])))\.(((([0-1])?([0-9])?[0-
9])|(2[0-4][0-9])|(2[0-5][0-
5]))\]))|((([a-zA-Z0-9])+(([\-
])+([a-zA-Z0-9])+)*\.)+([a-zA-
Z])+(([\-])+([a-zA-Z0-9])+)*))$

And here is a date and time validator:

	
^(?=\d)(?:(?:31(?!.(?:0?[2469]|1
1))|(?:30|29)(?!.0?2)|29(?=.0?2.(
?:(?:(?:1[6-9]|[2-9]\d)?(?:0[48]|
[2468][048]|[13579][26])|(?:(?:16
|[2468][048]|[3579][26])00)))(?:\
x20|$))|(?:2[0-8]|1\d|0?[1-9]))([-
./])(?:1[012]|0?[1-9])\1(?:1[6-
9]|[2-9]\d)?\d\d(?:(?=\x20\d)\
x20|$))?(((0?[1-9]|1[012])(:[0-5]\
d){0,2}(\x20[AP]M))|([01]\d|2[0-
3])(:[0-5]\d){1,2})?$

You can look at some regex’s done by real experts 
at http://www.regexlib.com/ 

Conclusion
Obviously we have literally scratched the top
surface of what can be done with regular
expressions. But you can already see their 
power and how they can make your life 
easier. Once you realize that each pattern is 
simply a piece of the puzzle and the puzzle 
needs to match the string you are looking at, 
you should be able to at least use them even 
if you can’t write them like a pro. To some 
people, writing them is a hobby and a puzzle 
they greatly enjoy – and no, that’s not me!

http://www.regexlib.com/
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I had to build a website for my church to house some articles as 
well as other information. Particularly with the articles, I had a 
problem. Each article has an author, and not everyone knows who 
these authors are. I didn’t want to have the user choose the article, 
navigate to the page and then have to navigate away from the page 
to read about the author should they want more information.

My first solution was to use a sidebar on the right side of the page. 
This didn’t work out too well for various design reasons. Then I 
realized I should merely “hide and show” the information. Below 
is a screenshot of a typical article page.

Circled in red is the author’s name which you can see is a hyperlink. 
We don’t want to navigate away from the page, but do want to give 
the user a quick idea of who the author is.  

Dynamic “Hide and Show” 
Content using the DOM
One of the great benefits the DOM 
and CSS have brought developers is 
flexibility. Websites no longer have 
to be static, page by page linear 
trudges through information. And we 
no longer have to rely solely on the 
server to dynamically change page 
content, as we have already shown 
with previous DOM articles.

One way we can use this behavior 
to our advantage is to tie more 
functionality to a page than is 
initially visible. That hidden content 
can then react to the user based on 
their actions.Coupled with other 
DOM methods and methods like 
innerHTML you can develop a richer 
interactive interface for the user.

Basic Hide and Show
One of the most basic ways to use 
this kind of technique is what I call 
the “basic hide and show.” This 
means that you click on a control 
and show something, then click on 
another control to hide it again. I 
recently used this technique in the 
real world so we can take a look at 
that example. 
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Clicking on the link reveals the following:

And there you have it, a nicely formatted box that displays a paragraph about the author. Circled in red on 
the next page is another link which when clicked will once again hide the box. 
Try it for yourself! So how do we accomplish this?
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The HTML
First let’s take a look at the 
HTML. This site is built without 
tables using CSS and XHTML, so 
the markup is nice and clean:

<h1 class=”nmBottom”>What is a Christian?</h1>
<h4>By <a href=”author.php?aid=7” title=”About this author” onclick=” 
ShowAuthor(document.getElementById(‘authorBio’)); return false;”>Stuart Allen</
a></h4>
<div id=”authorBio” style=”display: none;”>
<h4>About the Author</h4>
<p>For over 25 years Stuart Allen was the Principal of the Chapel of the Opened 
Book where he ministered as a preacher, teacher and author. He saw one of his 
aims as being to open the Scriptures to those with no theological training. Both 
his writing and speaking styles are easy to follow, yet his messages always 
manage to explore the deeper riches of the Scriptures. Many people testify that 
they have received great joy and blessing from his recorded messages and written 
works for over 40 years.</p>
<p><a href=”http://www.thywordistruth.net/” 
onclick=”HideAuthor(document.getElementById(‘authorBio’)); 
return false;”>Hide Author Bio</a>
</p>
</div>
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In the previous code snippet you have the H1 tag 
for the title of the article, then the H4 for the author 
name. As you can see the name is a hyperlink with 
the ShowAuthor() function attached. Notice again 
that this is an accessible solution. If JavaScript is 
enabled, the function will fire when the onclick 
event is triggered. If not, the user will be sent to 
another page I prepared using the normal HREF 
property of the hyperlink, and they will still get the 
author’s information, just in a different way. Below is 
the page they would see with JavaScript disabled:

The user gets the same information, but they will 
have to return to the page from which they came 
using the back button (as explained in the sentence 
below the box.) Not as elegant, but functional for 
the person who has JavaScript disabled.

Getting back to the HTML snippet, at the bottom of 
the box we have a “Hide Author Bio” link calling 
the function HideAuthor().Notice that the author 
bio box has the style “display: none” attached. The 
display property of an element dictates whether or 
not the element is rendered in the page. 

If the setting is none, it will not be rendered, and 
thus “hidden” which is what we want. The other 
two settings are block and inline. The setting block 
renders the element in the page as a block level 
element. In other words, it will exist on its own line 
and provide a line break. An inline element will 
not provide a line break and will be placed next to 
whatever element it is next to in the markup.

The great thing about manipulating this property 
is that it can be done on the fly, and the results are 
rendered in real time. This is how the box is hidden 
and shown.

Show the Author
The code for this is embarrassingly simple! A quick 
review of the event call:

onclick=”ShowAuthor(document.getElement
ById(‘authorBio’)); return false;”

We have one parameter for the function, and that is 
the element that we want to hide/show. In order to 
send that to the function we use the getElementById() 
method with the ID of the element, which in this 
case is the “authorBio” DIV.

function ShowAuthor(box)
{
	 box.style.display = “block”;
}
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How about that, a one line function! All you need do 
is take that parameter which we named “box” and 
set the display property to block. This immediately 
causes it to be rendered into the markup on the 
page and the user sees the DIV. Remember we 
want block here because we want the element to 
be on its own line with a line break. If you were, for 
example, adding a word to a sentence you probably 
would want inline instead.

Hide the Author
You are probably getting the drift that hiding the 
author is going to be near exactly the same. Again 
the function call:

onclick=”HideAuthor(document.getElement
ById(‘authorBio’)); return false;”

Notice again we use the getElementById() method 
to send our DIV as a parameter. This time, we are 
going to hide it instead of show it:

function HideAuthor(box)
{
	 box.style.display = “none”;
}

Hey, that looks familiar! The only difference being 
the property being set to none. Now it is removed 
from the page flow and the user no longer sees the 
DIV.

Variations
You might wonder why I didn’t abstract this function 
to be a “toggle” instead of two separate functions. 
You can certainly do that by sending a “hide or 
show” parameter along with the function call. The 
function call could look something like this:

onclick=”ToggleAuthor(document.getElem
entById(‘authorBio’), ‘hide’); return 
false;”

Hide Author Bio:

onclick=”ToggleAuthor(document.getElem
entById(‘authorBio’), ‘show’); return 
false;”

Then the function itself could look like:

function ToggleAuthor(box, hideOrShow)
{
	 var newDisplay = (hideOrShow == 
“hide”) ? “block” : “none” ;	
box.style.display = newDisplay;
}

Using the ternary operator on the hideOrShow 
parameter (which we sent in the example as “hide”) 
we set the new display property to be either block 
or none. That property is then attached to the box, 
and we get the same results.

But like 
Spiderman’s 

Uncle Ben 
said: “With 
great power 
comes great 

responsibility.”
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Either way is correct and both ways work. If you are 
not comfortable working with ternary operators 
and want to send fewer parameters, use the first 
two functions, otherwise use the toggle function.

Example 2: Toggle a Preview
Once again on this project I had a need to hide and 
show something. In this case, it had to do with the 
administration and content management side of 
this website. A couple of people can add articles 
to the website, but they aren’t all web developers. 
So a simple content management section was 

built to help them add articles that are formatted 
correctly. 

The problem was I wanted to show them as they 
worked how the article will look live on the site 
once it is added, but there wasn’t enough room on 
the page. Putting the text entry (a large textarea) 
next to the preview really limited the usability of 
the edit mode, especially when dealing with longer 
articles. So I used a toggle preview mode idea 
instead.Below is a shot of the content management 
page where you add an article:
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Above is the article text as it was entered for the article you viewed earlier. It’s best that the user has the 
whole browser window available to them to enter and edit text. So you can see splitting the screen for 
the toggle mode limits both the look and feel of the page.

At the top right you can see 
a “Toggle Preview” button. 
That is what gives the user 
the preview. How does the
article currently look? Now
 if the user clicks the preview 
button they see the following:
Ah! Now the user sees exactly
how it will look on the site
 before it is added. A useful
feature. The principle is the
same in this case.

Toggle Preview HTML
A simplified look at the HTML reveals the following:

<input type=”button” value=”Toggle Preview” onclick=”TogglePreview();” 
style=”float: right;” />

<h2>Edit Article</h2>

<fieldset id=”editing” style=”display: block;”>
<!-- content editing layout here -->
</fieldset>

<div id=”preview” style=”display: none;”></div>

At the top you can see the button that is being used  as the toggle control.   It is calling the TogglePreview() 
function. Below that is the header of the page. Then we have something called a FIELDSET.  The FIELDSET 
tag is a container for a form. This allows you more flexibility in organizing forms, especially multiple 
forms on a page. It will also do nicely as a container for our use here. 
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I have not placed all the form code for the CMS so 
as not to make things more confusing (and it’s not 
necessary to see it to understand my point.)
Notice the display setting:

<fieldset id=”editing” style=”display: 
block;”>
<!-- content editing layout here -->
</fieldset>

The block setting tells us that this element (and of 
course everything inside it) is going to show up 
rendered on the page at page load. Conversely, the 
DIV with the ID of “preview” is set to none:

<div id=”preview” style=”display: 
none;”></div>

So our preview is not showing. Now unlike the 
first example where we had ONE box to deal with, 
now we have TWO boxes to deal with. We have to 
show one and hide the other, and then vice versa. 
However, it’s still done the same way and it’s still 
just as simple!

The Toggle
Because I knew that this function would only be used 
once on this page, I did not have to worry about 
abstracting everything being used. This makes it 
slightly easier to work with.

function TogglePreview()
{
	 var prev = document.getElementById(‘
preview’);
	 var norm = document.getElementById(‘
editing’);
	 var mode = norm.style.display;
	
	 if(mode == “block”)
	 {
		  norm.style.display = “none”;
		  prev.style.display = “block”;
	 }
	 else
	 {
		  norm.style.display = “block”;
		  prev.style.display = “none”;
	 }		
}

Setting Up
First we want to set up some local variables. We are 
working with two boxes, so let’s declare those for 
ease of use:

var prev = document.getElementById(‘preview’);
var norm = document.getElementById(‘editing’);

The preview box is the empty DIV tag we saw at the 
bottom of the HTML, which was empty. (Incidentally, 
innerHTML is used to write the preview to the DIV.) 
The editing section is the FIELDSET described 
earlier. We now have our two containers which we 
are going to switch on and off.
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Toggle Trigger
How shall we trigger the toggle? In our first example, 
when we streamlined the code we sent “hide” or 
“show” as a parameter, but there are other ways 
to accomplish the toggle. The following line will 
help:

var mode = norm.style.display;

The “mode” variable is going to hold the current 
display property of our “editing” element (which 
we had placed in the variable “norm”). Now, when 
the function evaluates this line, it is going to see 
one of two things: “block” or “none”. So we know 
in what state the editing element is in, and that is 
all the information we need. Because we know that 
if the editing box is showing, we should hide it, and 
therefore we should show the preview box. And 
vice versa! We now have our toggle trigger.

All we need to do then is do a test for one of the 
properties and take the appropriate action. I chose 
to test on block, but it could be done either way.

if(mode == “block”)
{
	 norm.style.display = “none”;
	 prev.style.display = “block”;
}
else
{
	 norm.style.display = “block”;
	 prev.style.display = “none”;
}	

So if the editing element is showing, we step into 
the first set of braces (since mode is block). The 
editing element is set to none instead of block, and 
the preview is set to block so it shows. We have just 
flopped the two elements and shown the preview!

If mode does not evaluate to block then we step 
into the second set of braces and the opposite 
case happens. This must mean we are coming 
from the preview view. The editing element is now 
shown and the preview is now hidden! You users 
are now amazed and delighted at such a wonderful 
application!

Conclusion

These are just two of many ways the hide/show 
functionality could be used. You’ve probably 
already thought of at least one other way this 
could be used. Maybe you have a form field 
that only shows in certain cases. For example, 
if certain permissions are set, they see extra 
fields. These could be hidden and shown in 
the same way. You can run your toggles off 
of any event. Maybe when a certain field is 
filled in, another field shows up, so you could 
use the onchange event. Be creative and see 
what you can come up with!
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Real-world DHTML
Popup Windows: Doing Them Right
Ah, the dreaded popup window, enemy of the free 
world! Thanks to loads of unscrupulous uses of the 
popup, many people feel exactly that way about 
such intrusive windows. There are some who say 
a popup window should never be used, and some 
that would use a popup for seemingly everything. 
The truth is that somewhere in the middle is where 
the truth lies.

There are legitimate reasons for using popups, and 
what those reasons are I will leave up to your own 
discretion. What we want to address is the right way 
to handle opening new windows when you actually 
do have to do one. JavaScript can be somewhat 
picky about how you bring a new window into 
being, and not doing things exactly right can leave 
you pulling out your hair.

A Popup Situation
Our scenario is going to be a informational popup. 
Let’s assume we have an application that has some 
terms and conditions. Oftentimes, the user doesn’t 
need or want to read the terms (or they already have 
done so on a previous visit.) We’ll give the user a 
popup if they wish to read the terms, otherwise 
they can simply continue on by clicking the next 
button.  This way we don’t clutter the page with lots 
of legalese, but we make it available if somebody 
really wants to read it.

Our little page then looks like this:
 

Popup Considerations
Before just going wild and popping a window, we 
need to consider the user and the window itself. 
You should always remember that you cannot ever 
be sure what size the user’s browser window is 
running at. You don’t know their resolution. Because 
of this, you should never serve a popup window 
without giving the user some control over it. They 
must be able to at least resize it if it doesn’t fit in 
their working space.

Secondly, I always like to give the user a status 
bar. The status bar is the bottom chrome that you 
usually see which shows link destinations and 
sometimes messages in text. Often this is very 
useful information. IE6 has the unfortunate setting 
of having the status bar off by default. While there’s 
nothing you can do about that, you can at least make 
sure new windows you open have a status bar.
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The Main Page
Our little entry page code looks like this:

<h3>Welcome to WonderApp 3.3!</h3>

<p>WonderApp is here to solve all your 
computing needs! You KNOW you need it. 
You must have it.</p>

<p>By continuing, you agree to the 
terms and conditions set forth for this 
application.</p>

<p>You may read the <a href=”terms.
html” onClick=”PopWindow(‘terms.html’, 
‘450’, ‘400’); return false;”>terms and 
conditions</a>, or simply check the box 
that you agree and continue.</p>

<input type=”checkbox” name=”agree” 
id=”agree”> <label for=”agree”>I agree 
to the terms and conditions</label>

<p><input type=”submit” name=”next” 
value=”Continue”></p>

Accessible Popups
The first thing you might notice is the (what might be 
to some people) strange way we call the popup:

<a href=”terms.html” onClick=”PopWindo
w(‘terms.html’, ‘450’, ‘400’); return 
false;”>terms..

Shouldn’t we just use the JavaScript pseudo-link to 
call the window like so?

<a href=”javascript: PopWindow(‘terms.
html’, ‘450’, ‘400’ );”>terms..

No! You shouldn’t! Why? Because if the user has 
JavaScript turned off, they can never see the popup 
window. You should never assume that all your 
users have JavaScript enabled. In addition, if you 
can make something work without JavaScript, all 
the better. In this case, if JavaScript is not enabled, 
all you have is a dead link.

So how is our version accessible? Glad you asked! 
First, we are using the onclick event handler of the link, 
not a pseudo javascript link (such as href=”javascript:
function()”). After the PopWindow() call in 
the onclick handler, we have a return 
false. This disables the link. So when 
JavaScript is enabled and the onclick event 
is working, the actual link will NOT work. 
 



57

If JavaScript is enabled we don’t want to use the link, 
we want to use our popup function. JavaScript sees 
our onclick function, fires it and ignores the link. 
 
If JavaScript is disabled, the onclick event won’t 
execute, nor will the return false execute so the link 
WILL work. This is why this is an accessible link. You 
place the page you are popping up as the HREF of 
your link. If there is no JavaScript, the user still gets 
the page, just not in a popup - in a plain browser 
window!��������������������������������������������        When JavaScript is disabled, the only part 
of our link that will function is this:

<a href=”terms.html”>terms and 
conditions</a>

Looks pretty normal doesn’t it? This kind of 
functionality has been working since the dinosaur 
days of browsers. The “terms.html” page is the same 
page we are popping up with our function. Instead 
of getting a popup, the user will get a new page with 
the same content. Because they get a normal page, 
they will be able to use the browser back button 
to get back to the calling page, and continue on as 
normal after they have read the content.

So, a user with JavaScript would see the following:

The user without JavaScript sees:

You’ll notice that instead of the “close window” link, 
the user without JavaScript got a simple message 
telling them to use their back button to return to 
the page. I’ll show you how to accomplish this.
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The Popup Script
You’ll notice that we sent 3 parameters to the popup 
script:  a page name and two numbers. These values 
are actually the page which should show up in the 
popup window, and the width and the height you 
want the popup window to be.

While we could have hard coded these values, it 
would not have made for a very reusable script. 
Remember, code reuse is a good thing! Supplying 
these parameters allows us to use this script for 
any popup we want. You could even go further and 
set the most important window elements (such as 
a scrollbar, status bar and toolbar) as parameters 
as well.The whole script is relatively short so take 
a look at it as a whole and then we’ll explain each 
part:

function PopWindow(popPage, winWidth, 
winHeight)
{
	 var windowName = “popupWindow”;		
	
	 //the center properties
	 var winLeft = (screen.width - 
winWidth)/2;
	 var winTop = (screen.height - 
winHeight)/2;	
	 newWindow = window.open(popPage,wind
owName,’width=’ + winWidth + ‘,height=’ 
+ winHeight + ‘,top=’ +  winTop + 
‘,left=’ + winLeft + ‘, resizable=yes,s
crollbars=yes,status=yes’);
}

We’ve name our parameters appropriately of 
course: popPage, winWidth, and winHeight. Always 
remember that the popPage URL should be relative 
to the calling page so that it can be found. You could 
always also put an absolute URL there as well.

The next thing is a window name, with a variable 
aptly named “windowName.” Notice that there are 
no spaces in our window name “popupWindow.” 
There is a good reason for this. If you need to 
communicate with this window some time in the 
future with a script, you will run into problems if 
there is a space in the window name. It can be a very 
difficult “error” to debug since it isn’t something that 
will ever look “wrong.” Since this is the case, it’s best 
to simply not allow spaces in your window names. 
Also, if you are at all concerned with Netscape 4, a 
space in the window name is simply not allowed.

Center the Window
A “nice to have” feature when popping a window 
is placing it centered in the user’s viewing space. 
There is a nice little object we can use: screen. In 
the newest browsers (Netscape 6+ and Explorer 
4+) screen is its own object. In earlier versions it 
was a property of the window object. The best way 
to use it today is as its own object, which has its own 
properties. This will allow the script to work in all 
modern browsers, and it will even work in some 
later versions of Netscape 4.

So what we can do is use the width and height 
properties of the screen object. 
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This returns the value of the available width and 
height of the users screen, a very useful feature. If 
we subtract the popup window width and height 
from those values, and divide by 2 we can get the 
proper placement values (for top and left) to have 
our new window nice and centered.

While this is all fine and dandy, there is one caveat. 
The more chrome features you allow in your popup 
(such as toolbar, menubar and location) the more 
your window will get pushed down, and it won’t 
quite be centered. This generally isn’t a problem 
because normally you don’t want all the window 
chrome in a popup window. The reason you are 
popping a window generally is because you have 
some temporary information for the user, they 
interact with that window, then close that window. 
The user wouldn’t normally begin using the popup 
as a normal primary browsing window (otherwise, 
what’s the point of the popup?)

If you end up wanting to use a lot of chrome at the 
top of your popup for whatever reason, you’ll have 
to adjust your popups on a case by case basis by 
subtracting some space from the top setting of your 
window – but, if this is the case, you should question 
whether you should be using a pop-up window at 
all.

The Window Properties
Now that we have the centered position, we can 
begin to call the window. These statements always 
end up being really long and ugly because there 
are certain places where no spaces should be 

placed. Here is the new window call:

newWindow = window.open(popPage,window
Name,’width=’ + winWidth + ‘,height=’ 
+ winHeight + ‘,top=’ +  winTop + 
‘,left=’ + winLeft + ‘, resizable=yes,s
crollbars=yes,status=yes’);

You begin by setting the window.open() method to 
a variable name (newWindow makes sense.) The 
open method essentially takes 3 parameters of 
varying lengths. The first parameter is the URL of 
the page you are popping.

In our case, this is the page we sent to our script 
as a parameter, named as the variable “popPage.” 
The second parameter is the window name itself, 
remembering not to put any spaces within. This is 
our “windowName” variable.

The third and last parameter is where all the meat 
is, and it contains the window features. The first 
thing you need to know about the third parameter, 
which is that it must be all one string without any 
spaces. Each feature, or attribute, you specify for 
the window has a boolean value. A boolean simply 
means “on” or “off” and can mean yes or no, true 
or false or even 1 or 0. These are all separated by a 
comma. But as I just stated, do NOT put any spaces 
between the commas and the next window attribute. 
Some browsers may have a problem if they see a 
space there so it is safest to omit them. 
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There are at least 27 attributes of a popup window 
that you could specify if you wanted to. Important 
to note is that if you do not specify an attribute 
value at all, its value is false, or off by default. Since 
we did not specify the dependent attribute in the 
string above, it is automatically false. You can use 
1’s and 0’s or yes’s and no’s to set these attributes. 
Yes and No seems to make the most sense to me so 
I use those.

As we stated early on, there are only a handful of 
parameters we are really concerned with. The rest 
can be set to no by default as we don’t need them. 
You can find out more about the window.open() 
method at MSDN at http://msdn.microsoft.com/
library/default.asp?url=/workshop/author/dhtml/
reference/methods/open_0.asp.

We want the user to always be able to resize the 
window, just in case the content does not fit right. 
So we set resizable to yes. The same thing goes for 
scrollbars and the status bar as mentioned above. 
Those three are easily set like:

resizable=yes,scrollbars=yes,status=yes
’

 
Again, notice that there are no spaces. The other 
parameters we are concerned with are the width 
and height of the window and its position on the 
page, top and left.

Top and left are both set with our variables we 
figured out to center the window with, winTop and 
winLeft. Since we are using a variable value there, 
not hardcoding it directly, we of course concatenate 
the string using the + operator. 

When doing this be sure to have the + on BOTH sides 
of your variable, and make sure you are opening and 
closing your quotes correctly. If you make even one 
small error there, it all goes bust! The same thing 
goes for the width and the height attributes, which 
we sent to our function as parameters winWidth 
and winHeight:

‘width=’ + winWidth + ‘,height=’ 
+ winHeight + ‘,top=’ +  winTop + 
‘,left=’ + winLeft + ‘,

To make things clearer, when the whole line is 
evaluated, this is what it should look like:

newWindow = window.open(popPage,windowN
ame,’width=450,height=400,top=350,left=
150,toolbar=no,location=no,menubar=no,r
esizable=yes,scrollbars=yes,status=yes’
);

As you can see the third parameter (starting with 
the width) is all one long string with no spaces. 
That’s all there is to it! An accessible, centered, nice 
looking popup!

http://msdn.microsoft.com/library/default.asp?url=/workshop/author/dhtml/reference/methods/open_0.asp
http://msdn.microsoft.com/library/default.asp?url=/workshop/author/dhtml/reference/methods/open_0.asp
http://msdn.microsoft.com/library/default.asp?url=/workshop/author/dhtml/reference/methods/open_0.asp


61

The link/message In Popup with no 
JavaScript
The last thing is to show how we switched from the 
link to the message in the popup when there was 
no JavaScript. Here is the code:

<script type=”text/javascript”>
document.write(“<p><a href=\
”popupsright.html\” onclick=\
”CloseWin(); return false;\”>Close 
Window</a></p>”);
</script>

<noscript>
<p><strong>Click the browser’s BACK 
button to return to the WonderApp 
page.</strong></p>
</noscript>

We place a JavaScript block right in the middle 
of the page where we want our link to appear. If 
JavaScript is enabled, the document.write() method 
(which does just that – writes out data you send it as 
a string to the document) writes out the link. Notice 
we escape any double quotes within the string sent 
to the write() method.

 This means you place a “\” before them when they 
occur inside the string. If we didn’t do this, the string 
would end at that very spot and you would get very 
undesirable results.

The last part is the nice little NOSCRIPT tag. This 
information is only displayed when – you guessed 
it – JavaScript is not enabled. This has our little 
message inside. Therefore you can see how we get 
one or the other: the JavaScript link, or the nice little 
message. Viola!

Conclusion

It’s easy to ignore accessibility issues when 
working with JavaScript, but as you can see 
it’s not so hard to deal with. In fact, doing so 
makes your code much better. Also remember 
that making smart use of your parameters 
sent to your function call can always make 
your function more reusable and save you 
time coding the same thing over and over.
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A Simple DHTML Flyout Menu
If there is one thing that computer users are familiar 
with it is the “drop down” or “fly out” menu system. 
This is also sometimes referred to as a “cascading 
menu” system. We see this particularly in operating 
system interfaces. For example, this article is being 
written in Microsoft Word, and I could look at my 
options for inserting auto text by viewing this exact 
type of menu:

Because this is a familiar convention, it would be 
nice to be able to use it on web pages. As you might 
imagine, things aren't quite that simple! Because 
various versions of the browsers have different 
implementations of the DOM, it becomes tricky. 
This becomes even more of an issue on some Mac 
versions of browsers. In addition, should a user 
have JavaScript disabled, again, out of luck.

If you search the web for these type of scripts what 
you end of invariably finding is very large scripts 
that are really DOM APIs (application programming 
interfaces) and often bill themselves as such. These 
scripts are large, sometimes cumbersome, not 
always well written and often hard to use except 
for the expert scripter.

There is some necessity in this, because what 
you are really trying to do is manipulate hidden 
layers that are positioned, sometimes dynamically 
positioned and it is not such a simple thing to do. 
So what is a scripter to do who wants one anyway?

What we can do is take a look at our requirements 
for the application. If your requirements do not 
include IE5 Mac, and do not include any legacy 
browsers such as IE5 PC or less or Netscape 4, 
there is something simpler that can be done.

A simpler flyout
Instead of building a complex DHTML/DOM API 
we’d really much rather have a simple script that 
would work in modern browsers. We can do this 
with some relaxed requirements – especially if you 
are scripting for an intranet where you have control 
over the browser. So for this script, we assume the 
following baseline:

•	 IE6 PC (*might* work in IE5)
•	 NS7 PC (should work in NS6)
•	 Mozilla 1.3+ PC 
•	 Mac Safari (v85.5) and Mozilla (v1.3)
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If we make these our requirements, we can use a 
menu just like this:

And have something that is usable, looks good and 
is not code heavy at all!

Caveat Emptor
This doesn’t mean the script is perfect - it only 
will support one level of cascade. So if you wanted 
to do Fruit > Apple > Red Delicious - no dice. There 
is no way to do that without rewriting things. Plus it 
won’t work on IE5 Mac. Ahh, but you knew that was 
coming! This is not meant to be the perfect flyout 
menu. It is meant to give you an introduction to some 
absolute positioning/scripting methods and how 
an object like this would be built. But this should be 
serviceable in a production environment. The few 
parameters that we have should make it flexible 
enough for it to be such. In fact, I’m hoping some of 
you out there will be able to use this script in “real 
life” and let me know about it.

Script Components
As stated, the architecture of what we have here is 
fairly simple. The script is built out of some global 
variables which allow the script to work and be 
a bit flexible, and we have 6 of those. We have 4 
simple functions, and we have to deal with some 
timers that are running using events on the menu 

links. There is nothing more complicated than that.

CSS Components
The CSS involves using normal styled DIVs for 
the main menu container and styled unordered 
lists (UL) for the menus (fruit, candy, meat). This is 
repeated for the submenus, except that they are 
absolutely positioned DIVs, and hidden. If you don’t 
know what that means, hang in there and it will all 
be explained.

Set up the HTML
So let’s get started! The first thing we need to do is 
build the main menu:

<div id=”navcontainerMain”>
	 <ul class=”navlist” id=”mainNav”>
	 <li id=”active”><a href=”#” 
id=”current” onmouseover=”ShowMenu(‘1’); 
clearTimeout(finalCloseTimer);” onmouseout
=”finalCloseTimer = setTimeout(‘FinalClose
()’, finalCloseTime);”>Fruit</a></li>
	 <li id=”active”><a href=”#” 
id=”current” onmouseover=”ShowMenu(‘2’); 
clearTimeout(finalCloseTimer);” onmouseout
=”finalCloseTimer = setTimeout(‘FinalClose
()’, finalCloseTime);”>Candy</a></li>
	 <li id=”active”><a href=”#” 
id=”current” onmouseover=”ShowMenu(‘3’); 
clearTimeout(finalCloseTimer);” onmouseout
=”finalCloseTimer = setTimeout(‘FinalClose
()’, finalCloseTime);”>Meat</a></li>
	 </ul>	
</div>
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If you were to look at this code unstyled, you would 
see this:

It is beyond the scope of this JavaScript article to 
get too much into the CSS. So if you are interested 
in how the above gets transformed into the nicely 
styled menu we end up having, I suggest you head 
over to the List-a-matic at http://css.maxdesign.
com.au/listamatic/ under vertical lists. You will 
be greatly enlightened! (There’s a free DMXzone 
extension called List-O-Rama! that does a similar 
thing, but with a Wizard system if you want the result 
but not the how-to.)

However you can see that each LI item is a menu 
item. This is our main menu. Throughout this article 
the HREFs for each menu item are listed as “#” but 
you would put your actual page HREFs there.

The HTML for all the menus is exactly the same as 
the above. The only difference is:

1.	�����������������������������������������        All the submenus are contained in ONE DIV
2.	���������������������������������������         Each submenu has a unique ID so we can 
reference it
3.	�������������������������������������������������         The inline style "display: none;" is part of the 
DIV containing the menu.

Below is the beginning of the HTML for the first 
submenu.

<div id=”navcontainerSub”>

	 <div id=”menu1_1” style=”display: 
none;”>
		  <ul class=”navlist”>
		  <li id=”active”><a href=”#” 
id=”current” onmouseover=”clearTimeou
t(closeTimer); clearTimeout(finalClose
Timer);” onmouseout=”SetClose(‘menu1_
1’);”>Apple</a></li>
		  <li id=”active”><a href=”#” 
id=”current” onmouseover=”clearTimeou
t(closeTimer); clearTimeout(finalClose
Timer);” onmouseout=”SetClose(‘menu1_
1’);”>Orange</a></li>
		  <li id=”active”><a href=”#” 
id=”current” onmouseover=”clearTimeou
t(closeTimer); clearTimeout(finalClose
Timer);” onmouseout=”SetClose(‘menu1_
1’);”>Peach</a></li>
		  </ul>
	 </div>

We have to use an inline style here to set the display. 
Normally you would want something like this in the 
stylesheet. However, when it comes to the display 
property you actually get some quirky behaviour 
and things don’t hide/show right initially if we don’t 
use an inline style.

And have 
something that 
is usable, looks 
good and is not 
code heavy at all!

http://css.maxdesign.com.au/listamatic/
http://css.maxdesign.com.au/listamatic/
http://www.dmxzone.com/go?5618
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That is literally all the HTML (without having touched on the events yet.) So the whole listing is like so:

<div id=”navcontainerMain”>
	 <ul class=”navlist” id=”mainNav”>
	 <li id=”active”><a href=”#” id=”current” onmouseover=”ShowMenu(‘1’); 
	 clearTimeout(finalCloseTimer);” onmouseout=”finalCloseTimer = 
		  setTimeout(‘FinalClose()’, finalCloseTime);”>Fruit</a></li>
	 <li id=”active”><a href=”#” id=”current” onmouseover=”ShowMenu(‘2’);
	 clearTimeout(finalCloseTimer);” onmouseout=”finalCloseTimer = 
		  setTimeout(‘FinalClose()’, finalCloseTime);”>Candy</a></li>
	 <li id=”active”><a href=”#” id=”current” onmouseover=”ShowMenu(‘3’); 
		  clearTimeout(finalCloseTimer);” onmouseout=”finalCloseTimer = 
			   setTimeout(‘FinalClose()’, finalCloseTime);”>Meat</a></li>
	 </ul>	
</div>

<div id=”navcontainerSub”>

<div id=”menu1_1” style=”display: none;”>
		  <ul class=”navlist”>
		  <li id=”active”><a href=”#” id=”current” onmouseover=”clearTimeout(closeTimer); 
		  clearTimeout(finalCloseTimer);” onmouseout=”SetClose(‘menu1_1’);”>Apple</a></li>
		  <li id=”active”><a href=”#” id=”current” onmouseover=”clearTimeout(closeTimer); 
		  clearTimeout(finalCloseTimer);” onmouseout=”SetClose(‘menu1_1’);”>Orange</a></li>
		  <li id=”active”><a href=”#” id=”current” onmouseover=”clearTimeout(closeTimer); 
		  clearTimeout(finalCloseTimer);” onmouseout=”SetClose(‘menu1_1’);”>Peach</a></li>
		  </ul>
	 </div>

<div id=”menu1_2” style=”display: none;”>
		  <ul class=”navlist”>
		  <li id=”active”><a href=”#” id=”current” onmouseover=”clearTimeout(closeTimer); 	
	   clearTimeout(finalCloseTimer);” onmouseout=”SetClose(‘menu1_2’);”>Cupcakes</a></li>
		  <li id=”active”><a href=”#” id=”current” onmouseover=”clearTimeout(closeTimer); 
    clearTimeout(finalCloseTimer);” onmouseout=”SetClose(‘menu1_2’);”>Milky Way</a></li>
		  <li id=”active”><a href=”#” id=”current” onmouseover=”clearTimeout(closeTimer); 
    clearTimeout(finalCloseTimer);” onmouseout=”SetClose(‘menu1_2’);”>Snickers</a></li>
		  </ul>
	 </div>
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Having the foundation, let’s take a quick look at the 
CSS.

The CSS stylesheet
As stated CSS is a bit beyond our subject here, but 
it is worth noting one thing about the submenus:

#menu1_1 {
	 position: absolute;
	 top: 20px;
	 left: 190px;
	 background: red;
	 width: 160px;
	 border-bottom: 1px solid #eee;
	 display: none; }

The position property is set to absolute. This means 
that it is taken out of the normal flow of the document, 
and the object is placed exactly where you specify 
using the top and left coordinates. 

In this case we have placed it 20 pixels from the 
top of the containing DIV (which is the <div 
id=”navcontainerSub”>) and 190 pixels to the left. 
This places it just to the right of the main menu 
and equal to the top of the menu (which is also 20 
pixels down in my example because my BODY has 
a margin of 20 pixels, so they are both at the top.) If 
we didn’t hide anything (and put some odd colored 
borders on) we would see this:

Here you can see the sub menus overlapping, as 
each one is placed to match up with its' main menu 
partner to the left. All we are doing is merely hiding 
and showing the right ones.

	 <div id=”menu1_3” style=”display: none;”>
		  <ul class=”navlist”>
		  <li id=”active”><a href=”#” id=”current” onmouseover=”clearTimeout(closeTimer); 
      clearTimeout(finalCloseTimer);” onmouseout=”SetClose(‘menu1_3’);”>Steak</a></li>
		  <li id=”active”><a href=”#” id=”current” onmouseover=”clearTimeout(closeTimer); 
      clearTimeout(finalCloseTimer);” onmouseout=”SetClose(‘menu1_3’);”>Hot Dog</a></li>
  		  </ul>
	 </div>

</div>
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Setting up the Script
Okay, now that the building blocks are in place, 
let’s build the script. First let’s set up some global 
variables.

// Global Parameters
var currentSub;
var numSubs = 3;
var closeTimer;
var finalCloseTimer;

// Timers
var closeSubMenuTime = 0;
var finalCloseTime = 2000;

Four of these variables have to do with the timers. 
Why timers? We need timers because if a menu item 
is not selected, we must close the submenu! Also, 
if the user mouses over the main menu (and shows 
a sub menu or two) then doesn’t click anything, we 
need to close the sub menu as well. A timer will 
take care of this for us.

These timers are triggered by mouse events 
which will be explained later. So the variables 
“closeTimer” and “finalCloseTimer” are simply 
variables to hold our timers. The variables below 
the “// Timers” comment are the actual values for 
the timers. You can change these to your heart’s 
content.

Lastly the “numSubs” is the number of sub menus 
you have in your menu system. 

First Things First
Now to some real action! We need to show a sub 
menu when a user mouses over a main menu item. 
This is our first function, ShowMenu():

function ShowMenu(menuID)
{
	 var curMenuID = “menu1_” + menuID;
	
	 for(var x=1; x<=numSubs; x++)
	 {
		  var loopMenuID = “menu1_” + x;
		  if(loopMenuID != curMenuID)
		  {
			   loopMenu = 
	 document.getElementById(loopMenuID);
			   loopMenu.style.display = 
			   “none”;
		  }
	 }
	
	 curMenu = 
	 document.getElementById(curMenuID);
	 curMenu.style.display = “block”;
}

As you can see we’ll pass the menu ID (which is 
the actual place of the menu, e.g., 1, 2 or 3) as a 
parameter. This will be attached to the variable 
curMenuID which already has a value of “menu1_”. 
Note that this is hard coded and not abstracted. (If 
something is abstracted, you don’t need to know 
anything about how it works to use it. 
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In this case, some things are hard-coded, so you 
would need to know about those things before 
using the script. For example, you need to know 
how many submenus there are. An abstracted 
system wouldn’t need to be told that, it would find 
out on its own.)

Remember this is somewhat of a basic system and it 
doesn’t support multiple levels of cascade. For our 
purposes this works just fine. This tells the script 
which sub menu to open.

Next you’ll see the FOR loop. We loop through the 
number of sub menus (which we know by our global 
variable “numSubs”) and set up a local variable 
called “loopMenu”. Using X (the for variable) 
we get to loop through the three sub menus. “var 
loopMenuID = “menu1_” + x;” is going to evaluate 
to:

menu1_1
menu1_2
And menu1_3

on each iteration. Inside our FOR loop we have a 
little IF condition that says “if the current menu ID 
(curMenuID) is not equal (remember the ! before 
the = means ‘not’) to the temporary (loopMenuID) 
sub menu, then hide it. We want to hide the sub 
menus FIRST in case one was previously opened. 
That way the old one gets closed (because it no 
longer matches the current ID – the user moused 
over a new main menu).

Once we’re done with that, the script takes the 
current menu item (curMenuID) and shows it by 
setting the display property to “block.” (Note: it 
is here you would have some trouble if you don’t 
set your inline style to display: none; in the DIV 
mentioned above).

That’s all it takes to close the old menus and show 
the new one, and that is all that script does.
Calling ShowMenu()
We call the ShowMenu() function using the 
onmouseover event on the main menu items:

onmouseover=”ShowMenu(‘1’); clearTimeou
t(finalCloseTimer);”

Note the ‘1’ sent as a parameter (we want the first 
sub menu). Then we have something a bit cryptic, 
a method called clearTimeout() with one of our 
timers sent as a parameter. It’s time to talk about 
our friend setTimeout().

The setTimeout() Method
The setTimeout() method if oft abused, its as simple 
as that. In any case, it really has only one purpose: to 
delay the calling of a function. Using setTimeout() 
is simple, create a variable to hold it, then call the 
method sending the function you want to delay and 
the amount of time to delay.
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So for example, if I had a function called “StartRace()” 
and I wanted to delay it 5 seconds, I could create a 
variable called “raceTimer” and do the following:

var raceTimer = setTimeout(‘StartRace()’, 5000);

When this line is evaluated, it knows to start the 
StartRace() function in five seconds time (5000 
is milliseconds, which is the format that should 
be used.) Furthermore, we could cancel that 
timer at any time before it is called by using the 
clearTimeout() method, sending the timer variable 
name as a parameter. 

So if one of the runners crossed the start line too 
early we could cancel it:

clearTimeout(raceTimer);

If we did that the StartRace() function would NOT 
execute! Ahh, now you see – we can use this to 
cancel the closing of the sub menus when they are 
moused over! And that is exactly what we are doing 
with:

onmouseover=”ShowMenu(‘1’); clearTimeou
t(finalCloseTimer);”

We are merely clearing the finalCloseTimer, which 
calls the function FinalClose(). The FinalClose() 
function closes any sub menu that is open. 

This is for the case when a user moused over a main 
menu item but did not move to select anything off 
the sub menu. Let’s look at that function now.

FinalClose()
This function is very similar to ShowMenu() in how 
it works. The only difference is the IF test inside the 
FOR loop which loops through all the sub menus 
checks to see if the current menu is open, and if it 
is, that sub menu gets closed.

function FinalClose()
{
	 for(var x=1; x<=numSubs; x++)
	 {
		  var loopMenuID = “menu1_” + x;
		  loopMenu = 
	 document.getElementById(loopMenuID);
		  if(loopMenu.style.display == 		
				    “block”)
		  {
		  loopMenu.style.display = “none”;
		  }
	 }
}

You’ll notice in all these cases we are grabbing 
the menus we need by using the getElementById() 
method, which we can do since every object has a 
unique ID (menu1_1, menu1_2, menu1_3). So this 
function is only called from the main menus – not 
the sub menus. This function’s only job is to close 
sub menus when the user chooses not to mouse 
over them.
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So how do we handle the similar situation when the 
user does mouse over the sub menus?

The CloseSubMenu() Function
When the user mouses off a sub menu without 
clicking a link (and navigating to a new page) we 
want to close the sub menu. How fast you close 
that sub menu relates to the setting you gave the 
closeSubMenuTime variable in the global settings. 
Notice right now it is set to 0, so the menus close 
immediately after being moused off. You could 
change this to add a slight delay, I think its mostly 
personal preference.

function CloseSubMenu(menuID)
{
	 currentSub = menuID;
	 closeTimer = 
setTimeout(‘HideMenu()’, 
closeSubMenuTime);
}

There isn’t much going on here. We set the 
closeTimer to call our HideMenu() function (which 
you will see in a moment) using setTimeout. Since 
we currently have it set to 0 seconds, it happens 
right away.

The other thing here we see is the currentSub 
global variable. You’ll note we set that to the current 
menuID (the ID of the sub menu that is calling this 
function – that the user moused over.) The problem 
is it can be tricky to send a parameter along inside 
the setTimeout method. 

This is just a simpler way to handle that. When we 
do call HideMenu() next, that function can see what 
sub menu should be manipulated by looking at the 
global variable currentSub. So the parameter is 
not passed like we normally would, it is stored as a 
global variable and then accessed.

HideMenu()
When the setTimeout evaluates for our closeTimer 
(which again is at 0 so it happens immediately) then 
HideMenu() runs to close the sub menu.

function HideMenu()
{
	 var subMenu = document.getElementByI
d(currentSub);
	 subMenu.style.display = “none”;
}

Very simply, this function grabs the currentSub (the 
current sub menu) and hides it. 
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Sub Menu Function Calls
The last thing to view is the sub menu function calls on the mouse events:

<li id=”active”><a href=”#” id=”current” onmouseover=”clearTimeout(closeTimer); cl
earTimeout(finalCloseTimer);” onmouseout=”CloseSubMenu(‘menu1_1’);”>Apple</a></li>

You can see that when a sub menu is moused over, the closeTimer is cleared so it will NOT run. Remember 
closeTimer closes all sub menus in case the user decides not to explore them. But in this case they have 
moused over one, so they indeed have explored at least one, so we don’t want to close them!

When the user mouses out, CloseSubMenu() is called with the current sub menu ID sent as a parameter, 
and it is closed.  

Believe it or not, that’s it! 

Below is the full code, HTML, JavaScript and CSS:

Full HTML

<div id=”navcontainerMain”>

	 <ul class=”navlist” id=”mainNav”>
	 <li id=”active”><a href=”#” id=”current” onmouseover=”ShowMenu(‘1’); 
clearTimeout(finalCloseTimer);” onmouseout=”finalCloseTimer = setTimeout(‘FinalClose()’, 
finalCloseTime);”>Fruit</a></li>
	 <li id=”active”><a href=”#” id=”current” onmouseover=”ShowMenu(‘2’); 
clearTimeout(finalCloseTimer);” onmouseout=”finalCloseTimer = setTimeout(‘FinalClose()’, 
finalCloseTime);”>Candy</a></li>
	 <li id=”active”><a href=”#” id=”current” onmouseover=”ShowMenu(‘3’); 
clearTimeout(finalCloseTimer);” onmouseout=”finalCloseTimer = setTimeout(‘FinalClose()’, 
finalCloseTime);”>Meat</a></li>
	 </ul>	

</div>
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<div id=”navcontainerSub”>

	 <div id=”menu1_1” style=”display: none;”>
		  <ul class=”navlist”>
		  <li id=”active”><a href=”#” id=”current” onmouseover=”clearTimeout(closeTimer); 
clearTimeout(finalCloseTimer);” onmouseout=”CloseSubMenu(‘menu1_1’);”>Orange</a></li>
		  <li id=”active”><a href=”#” id=”current” onmouseover=”clearTimeout(closeTimer); 
clearTimeout(finalCloseTimer);” onmouseout=”CloseSubMenu(‘menu1_1’);”>Peach</a></li>
		  </ul>
	 </div>
	
	 <div id=”menu1_2” style=”display: none;”>
		  <ul class=”navlist”>
		  <li id=”active”><a href=”#” id=”current” onmouseover=”clearTimeout(closeTimer); 
clearTimeout(finalCloseTimer);” onmouseout=”CloseSubMenu(‘menu1_2’);”>Cupcakes</a></li>
		  <li id=”active”><a href=”#” id=”current” onmouseover=”clearTimeout(closeTimer); 
clearTimeout(finalCloseTimer);” onmouseout=”CloseSubMenu(‘menu1_2’);”>Milky Way</a></li>
		  <li id=”active”><a href=”#” id=”current” onmouseover=”clearTimeout(closeTimer); 
clearTimeout(finalCloseTimer);” onmouseout=”CloseSubMenu(‘menu1_2’);”>Snickers</a></li>
		  </ul>
	 </div>
	
	 <div id=”menu1_3” style=”display: none;”>
		  <ul class=”navlist”>
		  <li id=”active”><a href=”#” id=”current” onmouseover=”clearTimeout(closeTimer); 
clearTimeout(finalCloseTimer);” onmouseout=”CloseSubMenu(‘menu1_3’);”>Steak</a></li>
		  <li id=”active”><a href=”#” id=”current” onmouseover=”clearTimeout(closeTimer); 
clearTimeout(finalCloseTimer);” onmouseout=”CloseSubMenu(‘menu1_3’);”>Hot Dog</a></li>
		  </ul>
	 </div>

</div>
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body { 
	 font-size: 12px;
	 font-family: verdana, sans-serif;
	 margin: 20px; }

#navcontainerMain, #navcontainerSub { width: 200px; 
}

#navcontainerMain ul, #navcontainerSub ul
{
margin: 0;
padding-left: 0;
list-style-type: none;
}

#navcontainerMain a, #navcontainerSub a
{
display: block;
padding: 3px;width: 160px;
background-color: #036;
border-bottom: 1px solid #eee;
}

#navcontainerMain a:link, #navcontainerSub a:link, 
.navlist a:visited
{
color: #EEE;
text-decoration: none;
}

#navcontainerMain a:hover, #navcontainerSub a:hover
{
background-color: #369;
color: #fff;
}

Full CSS

/* submenus */

#menu1_1 {
	 position: absolute;
	 top: 20px;
	 left: 190px;
	 background: red;
	 width: 160px;
	 border-bottom: 1px solid #eee;
	 display: none; }
	
#menu1_2 {
	 position: absolute;
	 top: 41px;
	 left: 190px;
	 background: red;
	 width: 160px;
	 border-bottom: 1px solid #eee;
	 display: none; }
	
#menu1_3 {
	 position: absolute;
	 top: 61px;
	 left: 190px;
	 background: red;
	 width: 160px;
	 border-bottom: 1px solid #eee;
	 display: none; }
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// Global Parameters
var currentSub;
var numSubs = 3;
var closeTimer;
var finalCloseTimer;

// Timers
var closeSubMenuTime = 0;
var finalCloseTime = 2000;

// Menu Functions

function FinalClose()
{
	 for(var x=1; x<=numSubs; x++)
	 {	 loopMenuID = “menu1_” + x;
		  loopMenu = document.getElementById(loopMenuID);
		  if(loopMenu.style.display == “block”)
		  {
			   loopMenu.style.display = “none”;
		  }
	 }
}

function ShowMenu(menuID)
{
	 var curMenuID = “menu1_” + menuID;
	
	 for(var x=1; x<=numSubs; x++)
	 {
		  loopMenuID = “menu1_” + x;
		  if(loopMenuID != curMenuID)
		  {

Full Script
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Conclusion

As you can see this type of menu system is possible without large cumbersome API systems, 
depending on how robust of a system you need. Furthermore, this script could probably see 
some improvements in a couple areas to make it a bit more flexible. 

However, once again this should be usable for a production level application if the requirements 
are right. Please email me and let me know if you are able to make use of it, and enjoy!

			   loopMenu = document.getElementById(loopMenuID);
			   loopMenu.style.display = “none”;
		  }
	 }
	
	 curMenu = document.getElementById(curMenuID);
	 curMenu.style.display = “block”;
}

function HideMenu()
{
	 var subMenu = document.getElementById(currentSub);
	 subMenu.style.display = “none”;
}

function CloseSubMenu(menuID)
{
	 currentSub = menuID;
	 closeTimer = setTimeout(‘HideMenu()’, closeSubMenuTime);
}
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Formatting User Form Data
Often when you have a form, the user inputs data 
that either doesn’t match the format you desire, or it 
isn’t as nice looking as it could be. A good example 
is the phone number. The typical 7 digit phone 
number looks like 555-1212. Quite often, people 
entering phone numbers on web forms omit the 
dashes and enter 5551212 instead. While there isn’t 
anything wrong with this, there is a chance that an 
error is harder to spot by the user.

What you could do is check the value of that phone 
number after it has been entered. If the dashes have 
been left out, you could simply add them. You could 
do the same thing for a 10 digit phone number or 
even an international phone number. Of course the 
more data you handle the more difficult it’s going 
to be.

In this chapter we’ll take a look at 7 and 10 digit 
phone numbers and how we can format (or mask) 
them to look nicer should the user decide not 
to enter dashes. While we’re doing this we can 
introduce some handy string methods and talk 
about a very basic regular expression.

A foundation
As I have done in the past, I’m going to give you a 
script that is a building block for further functionality. 
While it will certainly work on its own as far as our 
desired functionality requires, it can be extended 
to be part of a larger application.

For example, we won’t cover validation of the phone 
number in this script. We’ve talked about validation 
in the past, and certainly you will want to validate 
a phone number if it is an important part of your 
application. We will point out where you would 
want to do such validation however.

So as usual, we have a simple form that we’ll deal 
with. In this case we’ll assume we have a small 
portion of some kind of application that needs 
personal information. We have the following:

This simple form has the following HTML:

<form name=”register”>
<label for=”name”>Name</label>
<input type=”text” name=”name” 
id=”name” value=”John Smith” /><br />
<label for=”phone”>Phone</label>
<input type=”text” name=”phone” 
id=”phone” onblur=”FormatPhoneNumber(th
is);” /><br />
<label for=”zip”>Zip Code</label>
<input type=”text” name=”zip” id=”zip” 
value=”60118” /><br />
<input type=”submit” value=”Submit /> 
</form>
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You’ll notice in bold the event handler ONBLUR 
which we have not talked about yet. We’re going to 
use this as the trigger to run our script.

What’s a blur and why is it on?
Good question. Blur happens to be the opposite of 
focus. When something comes into focus you have 
your attention on it. When something goes out of 
your focus, you are no longer paying any attention 
to it, it’s “blurred” in your attention. So the idea of 
onblur is that when the focus leaves the object (that 
is, when you tab or click away from the item) the 
event handler fires.

This is perfect for our needs, because we want the 
phone number to be formatted as soon as the user 
moves away from the text input. Most people take 
one look, if even a quick one, before they submit 
a form. If the phone number is nice and formatted 
they can easily scan to see if it is their correct 
number. 

How the script will work
So how should our format or mask script work on 
the data? We’ll accept 7 and 10 number phone 
numbers, and we’ll even go so far as to put brackets 
around the area code should they provide it. A dash 
will separate typical 3 and 4 number break.

What we will not do is validate the phone number 
here. I’ve found in the past that doing validation on 
the onblur event can be a bit troublesome. There’s 
a chance you could end up in an odd loop of errors 
because the user cannot understand they need 

to re-focus the input where the error is to fix the 
problem. The best thing to do is handle validation 
during the form submission. Hopefully if they do 
enter an invalid phone number, say 6 numbers or 
11, they will realize that fact when it gets reformatted 
to a long string of numbers with no dashes or 
brackets.

Manipulating strings: The substring() method
In order to do what we want, we’re going to need to 
know where to put dashes and brackets in our phone 
number string. Fortunately, JavaScript provides two 
different methods for picking apart strings. They 
can be easy to confuse (in fact, I still do it all the 
time) because they are so closely named. The one 
we will be using is substring() and the other is 
substr() – (see what I mean!)

The substring() method returns the characters in a 
string between two specified indices as a substring 
(thus the name.) 

Syntax

object.substring(indexA, indexB)

You provide the two arguments, indexA and indexB 
as numbers. For example, if we wanted the word 
“pot” out of “spots” which was placed in a variable 
called someVar, we could do this:

var newString = someVar.substring(1,4);
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Starting at 0 of course, the “p” falls in the 1 position, 
so we take that letter. For the ending position, 
you have to be careful. The indexB position is the 
position AFTER the last character you want. If I had 
done 1,3 we would have only gotten “po”. With this 
knowledge in hand we can begin the script.

Setting up
First things first, let’s get our data from the input 
field:

function FormatPhoneNumber(oPhone)
{
var strNewPhone;
var strPhone = oPhone.value;
}

The variable strNewPhone is going to hold the new, 
formatted string that we are going to send back 
to the form. So we initialise that right away. You’ll 
notice we sent the object itself (the text field) using 
the this keyword with our onblur event, above. 
That means we have the object as our parameter, 
oPhone.

Remember though, oPhone does not hold the 
actual phone number, but the object itself. Rest 
easy however, all we need do is grab the value 
property of the text field, and viola, we have our 
phone number just as the user entered it.

Trouble on the second ride
Here’s where we run into a problem. If the user 
goes back and makes a correction to the number, 
the value for our phone number is going to hold 
possibly spaces, dashes and brackets. Yet, we’re 
going to add these things in just a moment. That 
means we can end up with a horrible mess of a 
phone number.

What we have to do is “clean” the phone number 
each time we run the script. We need to remove all 
three of those potentially phone number damaging 
items: spaces, dashes and brackets. This is where 
regular expressions come in!

Don’t fall over just yet!
I know what you’re thinking: “regular expressions 
are nasty.” They certainly can be. However, if you 
can get at all proficient enough to understand the 
basics, you’ll find out just how powerful they are. 
Then you can pick up more as you go along. (Well, 
that’s my approach anyway!)

But what is a regular expression? In its most simple 
terms, a regular expression is a pattern. You have 
some kind of pattern you want to match. Regular 
expressions provide the tools to describe that 
pattern and test it. Furthermore, there are other 
methods that allow you to take that expression, 
execute it on a string and get back the result. So you 
can remove characters, add them, and do all sorts 
of contortionist tricks on them. Sound intimidating? 
Again, it can be. But we’re only going to use 3 pretty 
simple cases to get your feet wet.
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RegEx syntax
There are all kinds of ways to build these patterns. 
I’m not going to go into a regex tutorial here, I’m 
only going to provide some tidbits. If you are a 
glutton for severe punishment… I mean if you want 
more information, take a look at http://www.js-
examples.com/javascript/core_js15/regexp.php3.

Okay, we need to remove dashes, let me drop a 
function on you, then I’ll explain it.

function StripDashes(strValue) 
{
	 var objRegExp = /-/g;
	 return strValue.
replace(objRegExp,’’);
}

Eeew, gnarly! (My editor will love that one.) Okay 
what is going on here? Honestly, not much. The 
first thing to know is that we begin and end our 
pattern with the backslash character “/”. So what 
is inside those two slashes is the pattern. Looking 
inside there we see… one lonely dash! That’s our 
pattern! After all, we want to remove dashes. That’s 
almost too simple. But wait you say, what’s the “g” 
afterward? Well that little guy stands for “global.” 
In other words, look throughout the WHOLE string 
for such values.

Okay, we’ve taken that pattern and placed it in a 
variable. Now regex knows what to look for. 

But we need more than that, we need to replace 
each occurrence of the dash with something else 
– in this case, nothing – we want to remove it.

That’s where the replace() method comes in.

Replace()
JavaScript provides this method free of charge to 
use with regex. What it does is alarmingly simple 
and powerful. It takes a regular expression as the 
first argument (objRegExp in our case) and what 
you want to replace each occurrence of the pattern 
(each match) with (nothing in our case, an empty 
string or ‘’.) That’s somewhat oversimplified in a 
sense (and purists will argue with much of this) but 
the point is we want to learn how to use these things 
first, not regular expression theory.

Now we want the new string, with all the matched 
patterns replaced with empty strings, returned 
back to us. So we just use the return keyword, 
which tells the function to throw back something to 
the caller (whatever it was that called the function). 
Normally you’ve seen us do return true or return 
false in these articles. Well we can return any value 
we want. In this case, we’re going to return the 
modified string we just ran the regex on.

return strValue.replace(objRegExp,’’);

http://www.js-examples.com/javascript/core_js15/regexp.php3
http://www.js-examples.com/javascript/core_js15/regexp.php3
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This is a shorter version of doing something like:

var fixedString =  strValue.
replace(objRegExp,’’);
return fixedString;

The extra step of declaring a variable, setting the 
result as the new value and returning it is really 
unnecessary. The shorter version just says “return 
the value of what this method evaluates to.” The 
strValue here is the phone number we are running 
the script on – we’ll look at that now.

Calling the regex function
Seems simple enough, we just need to call the 
function. All we need do is pass our user-entered 
phone number to the function, and get back a 
corrected string. Simple:

function FormatPhoneNumber(oPhone)
{
var strNewPhone;
var strPhone = oPhone.value;
	 strPhone = StripDashes(strPhone);
}

Simple, but powerful - strPhone now holds the string 
the user entered as their phone number minus any 
dashes! Now stripping the spaces is just as easy:

function StripSpaces(strValue) 
{
	 var objRegExp = / /g; //search for 
spaces globally
	 //replace all matches with empty 
strings
	 return strValue.
replace(objRegExp,’’);
}

function FormatPhoneNumber(oPhone)
{
	 var strNewPhone;
	 var strPhone = oPhone.value;
	 strPhone = StripDashes(strPhone);
	 strPhone = StripSpaces(strPhone);
}

Notice the new pattern for spaces above – it’s a 
space! Now that’s easy. It works exactly the same 
way. Now we have a string with no dashes or 
spaces. We’re almost ready. The last thing we need 
is a pattern to clear any brackets, should they exist. 
This regex is a bit more complex:

function StripBrackets(strValue) 
{
	 var objRegExp = /[\(\)]/g; //search 
for left and right brackets globally
	 //replace all matches with empty 
strings
	 return strValue.
replace(objRegExp,’’);
} 
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Notice the pattern in bold. Before you run for the 
aspirin, let me explain. The only thing you really 
don’t know about this pattern is the following:

[\(\)]

And this is really not hard to understand, once you 
hear the explanation. You might already know that in 
JavaScript the forward slash “\” is called a delimiter. 
A delimiter tells JavaScript that a special character 
is coming up. JavaScript would normally think that 
special character is doing some kind of action, 
depending on the context of where it shows up. 
For example, the “(“ in regular expressions means 
something specific, it helps describe patterns. But 
we don’t want to use it for that here – we really want 
to find a bracket! So a delimiter tells JavaScript 
“ignore what this character normally does here, 
we want the LITERAL character here.” We actually 
want to find those brackets.

That explains both forward slashes before each 
bracket. So far the pattern is “match beginning and 
ending brackets, globally.” The only thing left is the 
square brackets [ and ]. These define a “character 
set.” In other words, it says “find any of these 
characters in the pattern.”  You see, without those 
square brackets, the pattern was really looking 
for “()” and unless the user entered that with NO 
numbers in the area code, the pattern will never 
match. 

This way, the pattern will match ANY bracket in ANY 
spot in the string. So even if the user misplaces one, 
we’ll catch it!

We add that to our function:

function FormatPhoneNumber(oPhone)
{
	 var strNewPhone;
	 var strPhone = oPhone.value;
	 strPhone = StripDashes(strPhone);
	 strPhone = StripSpaces(strPhone); 
strPhone = StripBrackets(strPhone);
}

Now what we have is a clean string of numbers, and 
nothing else – perfect. 

Putting things back where they belong
Now the rest is fairly easy. We’ll use a switch control 
structure to decide what length phone number we 
have (either 7 or 10). We need to first get the length 
of the string (the phone number) for this, so we can 
test against it:
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var phoneLength = strPhone.length;

Then we can use phoneLength in our 
switch:

switch(phoneLength)
{
	 case 7:
	 break;
	
	 case 10:
	 break;
	
	 default:
	 break;
}

So based on how many numbers the user entered, 
we’ll go into one of 3 conditions: 7, 10 or default. If 
they have made a mistake, and entered the wrong 
amount of numbers, all they will get back is that 
string (minus any dashes, spaces or brackets!) So 
we’ll take care of that first:

	 default:
	 strNewPhone = strPhone;
	 break;

Remember we set up strNewPhone at the start to 
hold the new formatted string. When the validation 
runs, it will grab the error. 

Hopefully though, our user might see the odd 
looking phone number and fix their error.

Now we get to finally use substring(). This time 
we’re going to put the dashes back in the 7 length 
phone number:

strNewPhone = strPhone.substring(0,3) + 
“-” + strPhone.substring(3,7);

What we’re doing here is taking apart the phone 
number in substrings, and then inserting the dash. 
Let’s take an example number of 555-1212. The first 
substring matches “555” and then we concatenate 
the string (meaning we add onto) a dash. That’s the 
+ “-” + part. Then we tack on the rest of the phone 
number again with substring, which grabs “1212.”

Doing the brackets is the same thing, just a bit 
longer:

strNewPhone = “(“ + strPhone.
substring(0,3) + “) “ + strPhone.
substring(3,6) + “-” + strPhone.
substring(6,10);

In this case we start with a bracket, then add in the 
zip, end a bracket (and a space, for clarity) and the 
rest is the same as the above (with different index 
numbers, of course.)
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That only leaves one thing left, and that is to assign the new formatted (or unformatted, for bad numbers) 
to the text box:

oPhone.value = strNewPhone;

And we’re done! The whole function looks like this (including the regex functions):

function FormatPhoneNumber(oPhone)
{
	 var strNewPhone;
	 var strPhone = oPhone.value;
	 strPhone = StripDashes(strPhone);
	 strPhone = StripBrackets(strPhone);
	 strPhone = StripSpaces(strPhone);
	 var phoneLength = strPhone.length;
	
	 switch(phoneLength)
	 {
		  case 7:
        strNewPhone = strPhone.substring(0,3) + “-” + strPhone.substring(3,7);
		  break;
	 	
		  case 10:
        strNewPhone = “(“ + strPhone.substring(0,3) + “) “ + 
		  strPhone.substring(3,6) + “-” + strPhone.substring(6,10);
		  break;

		  default:
		  strNewPhone = strPhone;
		  break;
	 }
	     //return strNewPhone;
	 oPhone.value = strNewPhone;
}
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Take a look

And the user would see something like this, 
if they entered a number like 999 555 1212:

function StripDashes(strValue) 
{
	 var objRegExp = /-/g; //search for dashes globally
	 //replace all matches with empty strings
	 return strValue.replace(objRegExp,’’);
}

function StripBrackets(strValue) 
{
	 var objRegExp = /[\(\)]/g; //search for left and right brackets globally
	 //replace all matches with empty strings
	 return strValue.replace(objRegExp,’’);
}

function StripSpaces(strValue) 
{
	 var objRegExp = / /g; //search for spaces globally
	 //replace all matches with empty strings
	 return strValue.replace(objRegExp,’’);
}

Conclusion
You can begin to see the power of what regular expressions 
can do. They can actually get incredibly complex and can 
do very powerful operations. Within client side JavaScript 
they are generally relegated to validation and formatting 
functions, and are well suited for such.

The regex’s I showed you could actually be combined 
into one pattern, which would be more complex to write. 
Complex patterns are where regex shines, like validating 
emails, social security numbers and even credit cards. Of 
course, those are the more challenging patterns to create 
correctly. Using the substring() method comes in handy 
anyplace where you need part of a string. Build them up 
and tear them down!
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We need some rules
First we need some rules or requirements on 
what and why will be disabled. Then we’ll write 
the script or scripts that will control our business 
requirements. You’ll assume that you are the system 
admin (like a super admin) and you can go in as any 
type of user and play with the controls (to see how 
they work and modify users as you would need).

1.	�����������������������������������������         If a user is an Admin then everything is 
available to him. That means nothing is disabled, 
and if the user wants to hit the delete button and 
blow himself away, more power to him! He can 
change his username as well.
2.	��������������������������������������������          If a user is simply a plain old access type 
“user” then they cannot delete their account. They 
can opt-out of the help (by unclicking the show help 
checkbox as above) but they cannot user custom 
styles (only admins can). A user can change their 
location but not their username.
3.	�����������������������������������������������           If a user is a guest, then the only thing they 
can do is view the control panel – they cannot do 
anything else – not even save.

All users can save the form, even guests. So based 
on those requirements we need to:

•	 Have a script that modifies access to various 
controls when the different user access levels are 
set
•	 A script that checks access on load and 
modifies the form appropriately
•	 A script that disables the form when a user 
selects Mars

More controlling form fields
Once you begin to use JavaScript you’ll find that a lot 
of what you end up scripting involves dealing with 
forms. Form submissions, validations, dynamically 
displaying fields and even disabling and enabling 
fields. The disabling and enabling part can be 
confusing so we’re going to cover how to deal with 
this subject with each type of form field: the textbox, 
radio button, checkbox, button and dropdown list. 

In this chapter I’ll show you how to deal with radio 
buttons and trigger field control with a dropdown 
menu.

Why would you want to disable form fields? A 
good example (and one we will use today) is a user 
account or permissions page. Often depending on 
who the user is when they access a control panel 
type page, you may want to disable some controls. 
Our pretend control panel looks like this (with 
myself logged in):

As you can see we have each type of form input and 
we’ll deal with disabling and enabling them all.
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With that in mind, let’s start scripting!

What is the form result?
One thing we must know with the form result is what 
does the server get from the form submission? This 
is of course very important and does have an effect 
on what we do. I mocked up a simple HTML page 
with some JavaScript to show what the form submits. 
Here is the code:

<script type=”text/javascript”>
var querystring = location.search.
substring(1);
var queryCollection = querystring.
split(‘&’);
var url = new Object();
for(var x = 0; x < queryCollection.
length; x++)
{
  var equals = queryCollection[x].
indexOf(‘=’);
  url[queryCollection[x].
substring(0,equals).toLowerCase()] 
= unescape(queryCollection[x].
substring(equals + 1));
}

function begin()
{
	 var div = 
document.getElementById(“results”);
	 var str = “”;
	 str += “username: “ + url.username + 
“<br />”;

	 str += “access type: “ + 
url.accesstype + “<br />”;
	 str += “location: “ + url.location + 
“<br />”;
	 str += “custom: “ + 
url[‘custom-style’] + “<br />”;
	 str += “submit: “ + 
url[‘submit’];
	 div.innerHTML = str;
}

window.onload = begin;
</script>
</head>

<body>
<h3>Confirmation</h3>
<div id=”results”>
</div>
</body>

We are using the GET method to submit the form 
which of course means the data get passed to the 
querystring (URL) in a name/value pair string. The 
code at the top of the page simply makes an object 
out of the collection of split up name value pairs so 
we can grab them and display them.  When we first 
run our script we see:

With that 
in mind, 
let’s start 
scripting!
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All our data came over nicely. We can see my name, 
my role (user) where I am at, I have custom help set 
to ‘on’ and I clicked the save button. It’s important 
to note that checkboxes only send a value when 
they are checked. 

Disabled vs. Readonly
There are two ways to disable a form field. The 
properties disabled and readonly. I’m not going 
to use readonly for two reasons. 1) Even though 
you set readonly on a field, it does not change 
the appearance of the field. The user seems to be 
able to interact with the input, but when they try 
they cannot, and this can be confusing. Confusing 
equals bad user experience and we don’t want that. 
Readonly also continues to send the form value. 
Disabled will not send the form value. If I disable 
the username field and submit the form I’ll get 
this:

Which is actually a good thing, because I can 
easily test and see if there is a value or not (where 
username is undefined)? Plus, the field looks 
disabled – like so:

Notice how the field is grayed out? This is a good 
visual cue to the user that they cannot interact with 
that input.

Loading up
So first things first – I have come in as a user and 
we need to disable custom styles and the delete 
button. It makes sense to take care of these things 
using the onLoad event handler. When the page is 
done loading, we’ll check the value of the access 
type and take the appropriate action. So first, let’s 
find out what role we are in:
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function roleSettings()
{
	 var oForm = document.
forms[‘settings’];
	 var userRoleGroup = oForm.
elements[‘accesstype’];
	 var userRole;
	
	 for(var i=0; i<userRoleGroup.length; 
i++)
	 {
		  if(userRoleGroup[i].checked)
		  {
			   userRole = userRoleGroup[i].
value;
		  }
	 }
	 alert(userRole)
}

function setForm()
{
	 roleSettings();
}

window.onload = setForm;

First I set up variables for the form, and by the form 
the radio group. Notice I’m using the forms and 
elements arrays. We could use getElementById() 
but that would not deprecate to older browsers. 
With forms it’s still good to keep older browsers in 
mind.

Now remember, radio group buttons are an array 
– you must cycle through and check the index 
number of each button to see if it is checked, since 
all three (or however many you have in a radio 
group) buttons have the same name (that’s what 
makes them a group). Once we find the checked 
one, we set its’ value to our userRole. I put an alert 
there just to check it out, and it’s working just fine. 
Now we know who we are. Based on that we can 
deal with the form inputs as we need to.

Setting the form based on user
This is a great place to use the switch…case 
statement. We know the user role and it is in our 
userRole variable, so let’s switch on that:

// set form fields based on user role
	 switch(userRole)
	 {
		  case “admin”:
		  break;
	 	
		  case “user”:
		  break;
	 	
		  case “guest”:
		  break;
	 	
		  default:
		  break;
	 }
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Don’t forget the break statements and your default 
case. Particularly here where security of the 
application might be an issue, you want to make 
sure you have a default if something goes wrong. 
If it does, we’re going to set the user to be a guest 
– the lowest access. They can always contact their 
administrator if there is a problem, but at least we 
have not accidentally given them admin access!

In the case of the admin – he can do everything so 
there is actually nothing to do but put a comment 
stating as much. But the user, we need to disable 
the username and custom style sheet checkbox – 
and uncheck the checkbox (in case it was checked 
earlier) and he cannot delete himself either, so the 
delete button must be dealt with too:

function roleSettings()
{
	 var oForm = document.
forms[‘settings’];	
	 // form fields
	 var userRoleGroup = oForm.
elements[‘accesstype’];
	 var userRole;
	 var userName = oForm.
elements[‘username’];
	 var customStyle = oForm.
elements[‘custom-style’];
	 var deleteButton = oForm.
elements[‘delete’];
	
	 for(var i=0; i<userRoleGroup.length; 
i++)
	 {

		  if(userRoleGroup[i].checked)
		  {
			   userRole = userRoleGroup[i].
value;
		  }
	 }

	 // set form fields based on user role
	 switch(userRole)
	 {
		  case “admin”:
		  // the admin is cool, he does it 
all.
		  break;
	 	
		  case “user”:
		  userName.disabled = true;
		  customStyle.disabled = true;
		  deleteButton.disabled = true;
		  deleteButton.style.
backgroundColor = “#ccc”;
		  customStyle.checked = false;
		  break;
	 	
		  case “guest”:
		  break;
	 	
		  default:
		  break;
	 }
}

Notice I added two more variables for my form 
fields at the top of the function (to keep things 
organized.) In the user case, I’ve disabled the user 
name and custom styles inputs. 
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Notice how simple it is to do – simply take the form 
element and attached the disabled property. I also 
set the checkbox to be false (since it is by design 
not allowed.) And finally we disable the delete 
button – but that leaves a problem. The button will 
look the same (it will not gray out on its own). So I 
went ahead and set the background colour to gray 
forcibly so it looks disabled as well. And we see 
this:

Notice all three things are grayed out and unusable. 
The confirmation shows the changed results of what 
was sent to the confirmation (notice that input type 
“button” controls do not send a value – that is why 
for forms you use submit buttons to submit them. 

Plain buttons are for page interaction – if we were 
to run a delete script it would probably send us to 
another delete confirmation page where a delete 
form would have its own submit button.)

For the guest, it’s the same thing but we just add 
some more disabling features:

function roleSettings()
{
	 var oForm = document.
forms[‘settings’];
		  // form fields
	 var userRoleGroup = oForm.
elements[‘accesstype’];
	 var userRole;
	 var userName = oForm.
elements[‘username’];
	 var customStyle = oForm.
elements[‘custom-style’];
	 var deleteButton = oForm.
elements[‘delete’];
	 var showHelp = oForm.
elements[‘help’];
	 var location = oForm.
elements[‘location’];
	 var saveButton = oForm.
elements[‘submit’];
	
	 for(var i=0; i<userRoleGroup.length; 
i++)
	 {
		  if(userRoleGroup[i].checked)
		  {
			   userRole = userRoleGroup[i].
value;
		  }
	 }
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// set form fields based on user role
	 switch(userRole)
	 {
		  case “admin”:
		  // the admin is cool, he does it 
all.
		  break;
	 	
		  case “user”:
		  userName.disabled = true;
		  customStyle.disabled = true;
		  deleteButton.disabled = true;
		  deleteButton.style.
backgroundColor = “#ccc”;
		  customStyle.checked = false;
		  break;
	 	
		  case “guest”:
		  userName.disabled = true;
		  customStyle.disabled = true;
		  deleteButton.disabled = true;
		  deleteButton.style.
backgroundColor = “#ccc”;
		  customStyle.checked = false;
		  showHelp.disabled = true;
		  showHelp.checked = false;
		  location.disabled = true;
		  saveButton.disabled = true;
		  saveButton.style.backgroundColor 
= “#ccc”;
		  break;
	 	
		  default:
		  break;
	 }
}

Again we added the variables at the top and then 
did our work in the guest case, and we see this:

Switching on the fly
That’s all fine and dandy but what if we want to allow 
the person to change things on the fly. (Note – this is 
not a perfect “real world” example – this would not 
be a good way to do a user control panel. I just want 
to show you how to actually do the tasks. You would 
most likely not allow users to change their access 
type so easily unless they were a super admin). If 
they change the radio button access type, we want 
to make the appropriate changes.

The great thing about this is we don’t have to write 
another script! What we’re going to do is use the 
onclick event to use the same function, but we 
are going to send the value of the radio button 
clicked (which matches the role) to the function. 
The function is going to check and see if a role has 
been set – if it has not then it will act just as it does 
above. It will check the role buttons and take the 
appropriate action. 
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However, if it sees a role has been sent then we 
know the user clicked a button, so instead we read 
that value (note the new if…else statement) and set 
userRole to that value instead.

Now, the switch…case will act no that action instead. 
So now the admin case does get settings – in fact in 
that case we enable everything. In the user role, we 
make sure we enable the things he can do as well 
-  in case they are coming from the guest button 
where everything was disabled. It’s not enough to 
disable the things they cannot use, we must also 
enable the things they can. Here it is in its entirety:

function roleSettings(presetRole)
{
	 var oForm = document.
forms[‘settings’];
	
	 // form fields
	 var userRoleGroup = oForm.
elements[‘accesstype’];
	 var userRole;
	 var userName = oForm.
elements[‘username’];
	 var customStyle = oForm.
elements[‘custom-style’];
	 var deleteButton = oForm.
elements[‘delete’];
	 var showHelp = oForm.
elements[‘help’];
	 var location = oForm.
elements[‘location’];
	 var saveButton = oForm.
elements[‘submit’];	
	 if(!presetRole)
	 {		   

	 for(var i=0; i<userRoleGroup.length; 
i++)	 {
			   if(userRoleGroup[i].checked)
			   {
				    userRole = 
userRoleGroup[i].value;
			   }
		  }
	 }
	 else
	 {
		  userRole = presetRole;
	 }

	 // set form fields based on user role
	 switch(userRole)
	 {
		  case “admin”:
		  userName.disabled = false;
		  customStyle.disabled = false;
		  deleteButton.disabled = false;
		  deleteButton.style.
backgroundColor = “#ccff00”;
		  customStyle.checked = true;
		  showHelp.disabled = false;
		  showHelp.checked = false;
		  location.disabled = false;
		  saveButton.disabled = false;
		  saveButton.style.backgroundColor 
= “#ccff00”;
		  break;
	 	
		  case “user”:
		  userName.disabled = true;
		  customStyle.disabled = true;
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		  deleteButton.disabled = true;
		  deleteButton.style.
backgroundColor = “#ccc”;
		  customStyle.checked = false;
		  showHelp.disabled = false;
		  showHelp.checked = false;
		  location.disabled = false;
		  break;		
		  case “guest”:
		  userName.disabled = true;
		  customStyle.disabled = true;
		  deleteButton.disabled = true;
		  deleteButton.style.
backgroundColor = “#ccc”;
		  customStyle.checked = false;
		  showHelp.disabled = true;
		  showHelp.checked = false;
		  location.disabled = true;
		  saveButton.disabled = true;
		  saveButton.style.backgroundColor 	
		  = “#ccc”;
		  break;
	 	
		  default:
		  userName.disabled = true;
		  customStyle.disabled = true;
		  deleteButton.disabled = true;
		  deleteButton.style.
backgroundColor = “#ccc”;
		  customStyle.checked = false;
		  showHelp.disabled = true;
		  showHelp.checked = false;
		  location.disabled = true;
		  saveButton.disabled = true;
		  saveButton.style.backgroundColor 	
		  = “#ccc”;
		  break;
	 }
}

	

And we call it off of each radio button like so:

	
<input type=”radio” name=”accesstype” 
id=”accesstype-admin” value=”admin” onc
lick=”roleSettings(this.value);” />

Now, click around on the form and notice how the 
settings change just as you need them! You’ve done 
it, your own dynamic disabled and enabled form 
fields. 

Control the whole form with a dropdown
Sometimes you’ll have a condition where the user 
should not be allowed to do anything unless certain 
criteria is met. You wouldn’t want to set variables 
for each and every field and then disable the ones 
you wanted (except the field controlling the total 
access to the form). You want some way to quickly 
disable/re-enable the form.

Let’s say for example the user chooses “Mars” as 
their location. Well, we don’t want any Martians 
having access to anything! In this case we’re going 
to trigger the whole form to go dead except the 
location drop down (to give them a chance to 
rethink their location). In such a case, all we need 
to do is iterate through the form’s elements array 
and disable everything.

That works just fine except for two things: 
1) We want to leave the dropdown enabled and 
2) how do we get back to the way we were? 
We’ve set things based on the user access.
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Remember we know what the user access level is 
by the radio button setting and we have a function 
already dealing with that. If we use the dropdown to 
send the form, a reference to itself, and a reference 
to what the user chose for the location setting we’ll 
have all we need. So we’ll call a new function like 
so:

	
<select name=”location” id=”location” o
nchange=”accessControl(this, this.form, 
this.selectedIndex)”>

The this keyword of course always referring to the 
current object – in this case the select. Then we 
have a new function to handle the work:

	
function accessControl(drop, oForm, 
selection)
{
	 if(selection != 3)
	 {
		  for(var j=0;j<oForm.length; j++)
		  {
	 oForm.elements[j].disabled = false;
		  }
		  roleSettings();
		  return false;
	 }
	 for(var i=0;i<oForm.length; i++)
	 {
oForm.elements[i].disabled = true;
	 }
	 drop.disabled = false;
}

First we check what the user selected. A 
selectedIndex of 3 means they chose Mars 
(remember the options array starts at 0 not 1). So if 
it NOT equal to 3, then we’ll return the form to how 
it was set before a change was made to the location. 
We run through the form, enable everything and 
then run our roleSettings() function. This will pick 
up what the user’s access was and set all the fields 
as they should be. 

Note this is the 3rd time we have called this function! 
A well written function can serve a myriad of uses.

Then we return false and leave the function. 
However, if the user has chose Mars, we go through 
and disable every field. Lastly, we take the dropdown 
and enable it so they can change it back, and get 
back in the good graces of the form.

Conclusion

These kinds of interaction are what is really 
great about JavaScript. We can save endless 
trips to the server and instead make these 
types of changes on the fly with scripting. You 
could make the same kinds of changes using 
the drop down with the onChange event, for 
say someone who selected Mars. No access 
for Martians!
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“Alertless” Client Side Error Messages 
You’ve put some good old blood, sweat, and tears 
into your latest project, and you are very happy with 
the way things have turned out. In particular, the 
design you have come up with (or implemented) is 
quite snappy and you are feeling especially proud 
of yourself.

Then you take a look at your form validation, and 
those old gray alert boxes that say “please fill 
in your name” are just not doing it for you. Isn’t 
there a more elegant way to have client side error 
messages than the JavaScript popup?

Where there is a will there is a way, and innerHTML 
comes to the rescue.

Is This Really a Good Idea?
If you are an old-timer in web development (that 
was an attempt at humor) you might think to 
yourself “wait, that doesn’t work in Netscape!”. 
True, in Netscape 4, this technique will not work. So 
if you are in a position where you have to support 
Netscape 4.x users you’ll have to stick with the old 
way.

Otherwise, innerHTML is nicely supported by 
Internet Explorer 4+ and Netscape 6+ as well as 
most modern browsers. If you are a standards purist, 
you might wonder why we aren’t using the DOM 
to do this instead. Indeed we could, but it would 
be much more difficult to accomplish and it would 
require literally four times or more code to do. 

Standards are great, but let’s not be “Standards 
Lemmings” and follow them over the cliff to our 
own destruction.

What Do We Get?
So what will this get us? Mainly something nicer 
looking than what we had. As far as the user 
experience goes, it really depends on the situation. 
Our messages will appear at the top of the form 
(although you could put them anywhere on the 
page.) With an extremely long form, it is possible 
the message would be scrolled out of view, so that is 
a consideration. The old alert popup will always pop 
in the middle of the page. However, the user must 
always move the mouse and click the window. 

Generally this technique gives you something that 
looks nicer, is very flexible, and offers a good user 
experience, but of course always do what’s best for 
the situation at hand.

The “old way” gets us this:
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And the innerHTML will allow us to do something 
like:

The style of course could vary any number of ways, 
this is merely one example.

The Form
First we need our form. For this example I am 
using a styled FIELDSET and LEGEND. These are 
really nice form elements that are used to enclose 
a form and keep it nice and organized (instead of 
using a table with a border, or a div for example.) 
The LEGEND is the “Please Register” text you see. 
Examine the following HTML.

	
<fieldset>
<form name=”register” onsubmit=”return 
ValidateForm(this);” action=”register.
php”>

	 <legend>Please Register</legend>
	
	 <h6>* Required</h6>
	 <div id=”errors”></div>
	
	 <label for=”name”>Name*</label> 
		  <input type=”text” name=”Name” 
id=”yourName”>
	 	
	 <label for=”email”>Email*</label> 
		  <input type=”text” name=”Email” 
id=”email”>
	
	 <label for=”phone”>Phone*</label> 
		  <input type=”text” name=”Phone” 
id=”phone”>
	 	
	 <input type=”submit” name=”submit” 
value=”Register!” class=”btn”>
</form>
</fieldset>

Notice the FIELDSET is a simple open and closing 
pair of tags around the form data. The LEGEND tag 
is a tag that gets nested within the FIELDSET to give 
you your title.
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I’ve used some CSS to arrange things how I want 
them as well:

	
<fieldset
fieldset { 
	 padding: 15px; 
	 border: 1px dashed #333; }
legend { 
	 background: #f5f5f5; 
	 font-weight: bold; 
	 padding: 0 6px; 
	 margin-bottom: 12px; }
input {display: block;}
h6    {color: #cc0000; margin: 0 0 8px 
0;}
form  {margin: 0;}

Most of this is simple formatting. Notice that I made 
the INPUTs to display as block level elements. Block 
level elements usually begin on a new line, which 
allows us to avoid multiple <br /> tags, or putting 
every input in a DIV.

The H6 (the red “* required”) is styled to look nice 
where it is placed, and lastly the FORM element is 
given a margin of 0 to avoid extra spacing.

The Error Field
You may have noticed the empty DIV:

	
<fieldset
fieldset { 
<div id=”errors”></div>

This has the accompanying style:

	
#errors {
	 background: #ffcc00;
	 border: 1px solid #333;
	 padding: 6px;
	 display: none;
	 margin: 0 0 6px 0; }

Aside from the coloring and the margin settings, 
we’ve set the display to “none.” This means when 
the page is loaded the DIV is not rendered - not 
displayed. We only want to display it if there are 
errors. We’re going to use <P> tags to place each 
error in the box that is generated, but we want to 
avoid too much extra margin between each error, 
so we’ll add one more style:

	
#errors p { margin: 6px 0;}

Here we have any descendant P of the errors DIV 
(a P inside the DIV with the ID of “errors”) will have 
6 pixels of margin on the top and bottom. Now the 
stage is set and we can write the script. 

Calling the Function
You might have noticed that we’re calling our 
validation function using the onSubmit event 
handler of the FORM. We are NOT using the submit 
button.  This is the correct way to run your validation. 
Why? Because this allows you to handle whether or 
not the form gets submitted based on the result of 
the validation.
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We call the function like so:

	
onsubmit=”return ValidateForm(this);”

Adding the return statement before the function 
call allows to control the form submission. When 
evaluated, what we really have is this:

	
onsubmit=”true” 
or 
onsubmit=”false”

Depending on what the function returns. If the 
function returns false, we have “onsubmit=’false’” 
and end result is - you guessed it - the form is not 
submitted. If it is true, the form is submitted. It is also 
very simple to pass along a reference to the form we 
are using, by simply using the this keyword, which 
means “this form” since it is in the FORM tag.

Writing the Script

Set the References
To set up the script we’ll need the form reference 
and a reference to our error DIV. We’re also going to 
need a global variable that tells the script whether 
this is the first pass through the validation, or a 
subsequent pass where the user is attempting to 
fix their errors. This is important, because if they 
are coming through again we need to first clear out 
the errors that were already written. 

If we do not do this, then you could end up with a 
long list of duplicate errors should they make the 
same mistake more than once.

	
var errStatus = false;

function ValidateForm(oForm)
{
	 var errBox = document.getElementById
(‘errors’);
	 var formLength = oForm.length

The “errStatus” variable is outside the function, so 
it is global to the page. We’ll talk more about that 
in a moment. The only parameter passed was the 
form reference itself, by the this keyword as we 
mentioned above.

Using the getElementById() method, a reference to 
the error DIV is placed into the variable “errBox” 
and we’ll also need the length of the form (how 
many elements) so we can loop through and make 
our checks. That number is placed in “formLength” 
using the length property of the FORM element.

Clear Old Errors
As mentioned, if the user is coming around again, 
we need to clear out the old errors. Here’s where 
the first use of innerHTML comes in:

	
if(errStatus) errBox.innerHTML = “”;
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What innerHTML does is simple and powerful. 
It places whatever HTML you specify - tags, text, 
etc. - into the object you attach it to. In this case, 
we’ve told the error box it should contain an empty 
string, or nothing. Therefore, whatever was inside 
the error box has just been overwritten by a empty 
string. Quick and easy!

We did this using a conditional IF statement. If the 
errStatus is true then we clear the box. Since there is 
only one statement to be executed if our condition 
evaluates to true, we can keep it on one line and save 
some space while keeping readability. Note that 
saying “errStatus” is the same as saying “errStatus 
== true.” If it’s true, it will “be there” as it were, so 
you merely need to say “if (variableName).”  

Loop Through the Form and Check for Errors
Now that our box is either clear because the page 
first loaded or we cleared it ourselves, we can check 
for errors and write them in if they appear.

	
for (i=0; i<formLength; i++)
{
	 var currentElement = oForm.
elements[i];
	 if((currentElement.type == “text”) 
&& (currentElement.value == “”))
	 {
		  errMsg = ‘<p><img src=”alert.
gif” border=”0”> <strong>’ + 
currentElement.name + ‘</strong> must 
be filled in to register.</p>’;
		  errBox.innerHTML += errMsg;
		  errStatus = true;
	 }
}

By now you are familiar with the FOR loop, and in 
this case we are using the length of the form as our 
condition to keep looping. As long as we haven’t 
gone through the whole form, we keep going. We’ve 
set a variable called “currentElement” inside our 
loop to reflect the current form element in the 
loop.

This makes references inside our condition easier 
to manage. Using the elements[] array of the FORM 
object, the current element is the index position “I” 
– the position in the loop.

Now we have more than just text inputs in our form. 
We have some labels and a submit button as well. 
There isn’t any validation to run on these items 
so we want to skip them. So we will combine that 
condition with the condition that the value of our 
inputs cannot be blank. 

We do this by first checking that the currentElement 
is of the type “text.” That assures us that we are 
working with one of our three inputs. If your form 
had more kinds of inputs to make, then you probably 
would have to modify this line. However this is an 
article on a new kind of error message, not error 
validation itself! So using the “logical and” we get:

	
if((currentElement.type == “text”) && 
(currentElement.value == “”))

If BOTH conditions are true - it’s a text element AND 
it is blank - we have an error to deal with. 
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Set the Error Message
We have three fields to deal with. In this case we 
can simply use the NAME of the current element 
(which has been appropriately set) as part of our 
error message. Remember for the innerHTML, we 
can set a string that contains any VALID HTML. So if 
there is an error, we will set the error like so:

	
errMsg = ‘<p><img src=”alert.gif” 
border=”0”> <strong>’ + 
currentElement.name + ‘</strong> 
must be filled in to register.</p>’;

A couple things here should be noted. First, we are 
using single quotes instead of double quotes as the 
opening and closing quote. This allows us to use the 
normal double quotes for any HTML that is inserted 
in the string without delimiting them. (To delimit a 
quote, you would place a backslash before it, like 
this: \”) That helps avoid messy code.

Furthermore, we’re concatenating the NAME 
property of the currentElement. This will place 
“Name”, “Phone” or “Email” in the appropriate 
place. We’ve also placed a nice little alert image in 
as well.

The next line can trip you up if you are not careful:

	
errBox.innerHTML += errMsg; 

This is the same as:

	
errBox.innerHTML = errBox.innerHTML + 
errMsg;

The “+=” operator allows us to eliminate the second 
reference to the content already there. It says “add 
this to what is already there.” If we did not do this 
(use +=, but only used =), then we would only have 
ONE message no matter how many errors there 
were, because only the latest error would be in the 
string.

The last part of this block is to set the errStatus to 
true since there is indeed an error.

Finishing Up
The last thing we need to do is tie things up. If there 
are errors then we need to display the swell error 
message and return FALSE, so the form does not 
submit. Otherwise we can return TRUE to allow the 
form to submit since there are no errors:

	
if(errStatus == true)
{
	 errBox.style.display = “block”;
	 return false;
}
else
{
	 return true;
}
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Using an IF…ELSE control, we set the appropriate 
action. If there are errors (errStatus is TRUE) then we 
set the display to BLOCK so the DIV shows up, with 
all its error splendor, and return false to prevent 
form submission.

Otherwise we return true, allowing the form to 
submit. Since we are leaving the page the display 
status of the error message is not an issue.

In Action
Here’s what the screens would look like with first 2 
errors, then 1, then a successful submission:

Conclusion
With a little creativity and some JavaScript you’ve 
made yourself client side error message that look 
like nifty server side error messages. The nice 
thing of course is that there is no wait for the error 
checking. 

You can get quite a bit more creative with these types 
of error messages. You might want to highlight the 
fields that have errors by shading the backgrounds 
of the inputs. Or you could color the borders. See 
what you can come up with.
With innerHTML you can see there are many 
possibilities to powerfully change content on the 
page. While not part of the DOM, it is still a very 
useful tool that is well supported.
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The new and improved Date Picker!
In January of 2004 I wrote an article called The 
JavaScript Date Picker. This was before DMXzone 
included the code and essential files with your 
article. The date picker was pretty good, but some 
people had problems with copying the code and 
implementing the widget. 

Nowadays  you get the whole kit and caboodle 
when you buy an article. Secondly, while the date 
picker itself was pretty decent, there were a couple 
of issues I didn’t like about it. I guess you could say 
I gave you a foundation but not a whole working 
widget you could drop into your pages. 

This article aims to fix that by providing you with 
an updated, better working calendar which you 
can drop right into whatever project you are using. 
Included will not only be the code, but the graphics 
files, HTML and CSS as well. And you can be sure 
this is something you can use in production. I 
just finished implementing this very code into a 
rather large project in my 9-5 job, and it has been 
thoroughly tested. (Our QA department is very 
picky!)

With this new script, I’ll be talking more about 
what the script does and how it works and a little 
bit less about the Date object. So if you are rusty 
or inexperienced with the Date object, you could 
review the other article as well.

Problems with the last version
There are a few things we need to fix from the last 
version. They are:

•	 Where does the calendar really pop up? It 
needs to work on any page. This will be solved by 
centering the calendar DIV on the page when the 
user clicks the widget icon.
•	 The last version allowed people to pick dates 
in the future, which can cause problems on some 
systems. We’ll disallow that (and show you how to 
keep it if you don’t mind).
•	 We needed to spice up its looks!
•	 We needed to fix an error where the user enters 
an invalid date in the text box, and then clicks the 
calendar icon – thus breaking the calendar. 

We’ll fix all these problems and streamline the 
code a bit in this version. Note, we’ll be dealing 
with date’s in U.S. time format (mm/dd/yyyy).

Review the date object
When dealing with dates in JavaScript we are lucky 
enough to have a built in object – strangely enough 
called the date object – to help us out quite a bit. 
When you invoke a new Date() object constructor 
with no arguments, you get a Date object set to 
your computers’ (or  your user’s computer) current 
date and time. So there is that one thing out of your 
control – that if someone’s computer date is all 
messed up they might have some trouble. But that 
isn’t something you can really worry about (and 
most people are pretty good about their dates on 
their PCs, things are pretty automatic nowadays.)

Let’s take a 
sneak peek

http://www.dmxzone.com/ShowDetail.asp?NewsId=6151
http://www.dmxzone.com/ShowDetail.asp?NewsId=6151
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There are a number of arguments and methods of the 
Date object we can and will use with the calendar. 
You can send the object milliseconds, a datestring, 
year, month, day, hours, minutes, and seconds. 
These are essentially all ways to set dates. 

To get dates we can use some methods of the object. 
I won’t list them all, but here are a few we can make 
use of: 

•	 getDate() returns the day of the month of a 		
	 Date object
•	 getDay() returns the day of the week
•	 getFullYear() returns the full year (as in 2005)
•	 getMonth() gives us the month
•	 getTime() returns the internal, millisecond 		
	 representation of a Date object independent 	
	 from time zone
•	 And the corresponding setter methods like 		
	 setDate(), setMonth(), setTime() etc.

Dates can be unwieldy and difficult to work with, 
so we’ll play with some strings a bit to make things 
a little easier. If you are familiar with my articles 
you’ll notice I always try and do things in the 
simplest form possible as long as the script works 
as intended and runs effectively and this script is 
no different.

The final product look
So how will it look? Let’s take a sneak peek before 
we get started in on the code:

What we have here is the simple form with the 
calendar widget (and some text telling the user the 
acceptable format for the input.) When the icon is 
clicked, the user will see the above calendar/date 
picker pop up in the middle of their screen. I’ve 
chose the middle of the screen because it was 
the easiest to implement with having lot’s of side 
issues. 

You don’t have to worry about calculating absolute 
positions in browsers that are not friendly to such 
operations, and having it pop up right in the middle 
makes it pretty obvious to the user what they are 
expected to do. (Again, all the graphics and CSS is 
included for you to use this date picker as is – feel 
free to use it in your projects.)



104

The HTML
There’s a lot to cover so let’s start with the page 
code:

	
<div id=“calendar”></div>
<h3>Choose a Date</h3>

<table border=“0” cellpadding=“4” 
cellspacing=“0”>
<tr>
	 <td><input type=“text” 
onClick=“HideCal();” id=“daterangefrom” 
/> <a href=““ onclick=“CalInit(this.
parentNode, event); return 
false;”><img src=“calendar-icon.
gif” alt=““ border=“0” /></a> <span 
class=“example”>(mm/dd/yyyy)</span> </
td>
</tr>
</table>

This is fairly straightforward. We first put a DIV with 
an ID of “calendar” which our script will use with 
which to dynamically write. The form itself (I omitted 
the form tags for ease of reading) is contained 
within a table for easy layout. The INPUT has an ID 
for easy referencing. Then we’ve got the icon with 
an anchor which is going to call our calendar init 
function (CalInit()) when clicked. Notice on the text 
box that we hide the calendar using the HideCal() 
function if the user clicks the text box, since that 
must mean they want to enter the date manually.
 

Setup
We need to set up just a couple things first:

	
var monthArray = [“January”, 
“February”, “March”, “April”, “May”, 
“June”, “July”, “August”, “September”, 
“October”, “November”, “December”];
var monthNumArray = [“01”, “02”, “03”, 
“04”, “05”, “06”, “07”, “08”, “09”, 
“10”, “11”, “12”];

// object reference to current input 
box for which we are picking a date
var currentDateInput, calDiv;

Two arrays are defined to hold the month names 
and month numbers. This will help us present the 
data in a nice readable format. We also set up two 
variables, one for the DIV we mentioned earlier 
(calDiv) and one for a date that might currently 
reside in the text box (by user entry or use of the 
widget) as currentDateInput. And a quick function 
as we just mentioned to hide the calendar when we 
need to:

function HideCal()
{
	 if(calDiv) calDiv.style.display = 
“none”;
}

Notice that I check to see if the DIV exists first 
before I attempt to hide it. You’d like to think this 
is not necessary but it never hurts to make sure to 
avoid errors. 
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CalInit()
The first function called then, when the user wants 
to pick a date with the widget is CalInit(). We have 
that function below:

// set up calendar
function CalInit(oParent, event)
{ 
	 //set reference to div so most 
functions can use it
	 calDiv = 
document.getElementById(“calendar”);
	 //oParent is a table cell (TD)
	 var divObjects = 
oParent.childNodes;	
	 //find and set the input box with its 
current value
	 var currentDateInput = 
SetInput(divObjects);
	
	 //show the calendar
	 var dateFieldValue = 
currentDateInput.value;
	 if(dateFieldValue)
	 {
		  var isValidDate = 
validateDate(dateFieldValue);
	 if(!isValidDate)
		  {
			   alert(“Please enter a date 
in mm/dd/yyyy format.”)

	

			   currentDateInput.style.
backgroundColor = “#ffffcc”;
			   return;
		  }
	 }
	
	 //set input back to white if we set 
it yellow for the error
	 //not checking since it’s less 
problematic to just set it.
	 currentDateInput.style.
backgroundColor = “#fff”;
	
	 ShowCalendar(currentDateInput.value, 
currentDateInput);

	 var calwidth = 240;
	 var calheight = 200;
	 var screen_balance_w = 
((screen.width)-(calwidth))/2;
	 var screen_balance_h = 
((screen.height)-(calheight))/2;
	 var set_top = screen_balance_h - 
100; 

// bring up some space to compensate 
for toolbars (100px)
	 var set_left = screen_balance_w;
	
	 if(calDiv) {
	 calDiv.style.left = set_left + “px”;
	 calDiv.style.top = set_top + “px”;
	 }
}
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// Place user selected date into input 
box
function SelectDate(selMo, selDay, 
selYear, oInput)
{ 
	 var doubleDigitDay;
    
    // selDay is an integer ( result of 
a call to Date.getDate() in function )
    // I need the date represented as a 
two digit string
    if (selDay < 10) {
        doubleDigitDay = “0” + selDay;
    } else {
        doubleDigitDay = ““ + selDay;
    }

    oInput.value = 
monthNumArray[selMo] + “/” + 
doubleDigitDay + “/” + selYear;
	 if(calDiv) calDiv.style.display = 
“none”;
}

This function is going to set everything up for us 
before we do the date calculations and write out 
the calendar. You probably noticed in our function 
call for CalInit() from the HTML that we passed two 
arguments: “this.parentNode” and “event”. The 
event is, of course the mouse click. The parent node 
of the anchor is going to be our TD. We’re going to 
use that to help us find our input box. 

You might wonder why we’re going to do that. Well 
if you think about it, you very well may have TWO 
of these widgets on a page – from date and to date 
for instance. You might have four if you have a travel 
site with departure and arrival dates. Instead of 
hard coding all those inputs, we want to find them 
dynamically. We will have one problem though 
– Mozilla will count some whitespace as a node 
where IE will not. So we have a little utility function 
for that.

//oParent is a table cell (TD)
	 var divObjects = oParent.childNodes;
	
	 //find and set the input box with its 
current value
	 var currentDateInput = 
SetInput(divObjects);

	
You can see that divObjects becomes a collection of 
nodes (using the childNodes() method) – children 
of the TD. (Remember the parent of the anchor was 
the TD in which it resides.) We’re going to pass 
that collection to a utility function called SetInput – 
which is assigned to our variable currentDateInput. 
This function will return a reference to our text box 
once and for all – for each widget we use on the 
page.

Be creative 
and see what 
you can come 
up with!
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Getting the text box utility function

// Mozilla has a whitespace error, we 
have to test the node type to get the 
input
// instead of a text node/whitespace
function SetInput(divObjects)
{
	 for(var i=0; i<divObjects.
length;i++)
	 {
		  if(divObjects[i].nodeType == 1)
		  {
			   //the first type1 (element) 
is our input box
			   //make that our input object
			   currentDateInput = 
divObjects[i];
			   return currentDateInput;
		  }
	 }
}

As we pass the collection to this function (the 
argument named divObjects) we iterate through it 
using a FOR loop. We need to find out what type of 
node we have in our collection – what we want is 
the first element, which is a type 1 node. We set our 
IF condition to match that nodeType. When it does, 
then we set the input to that element and send it 
back – which gets assigned to the currentDateInput 
variable from which this was called. This allows 
us to skip the whitespace that Mozilla wants us to 
see – and we can avoid trying to place a date in a 
whitespace!

Validate any dates currently in the text input
Now that we have our input we need to make sure 
any dates currently in that input are valid.

//validate the date
	 var dateFieldValue = 
currentDateInput.value;
	 if(dateFieldValue)
	 {
		  var isValidDate = validateDate(d
ateFieldValue);
		  if(!isValidDate)
		  {
			   alert(“Please enter a date 
in mm/dd/yyyy format.”)
			   currentDateInput.style.
backgroundColor = “#ffffcc”;
			   return;
		  }
	 }

We set another variable to hold the value of the 
text box – since the user may have entered a date 
on their own or this might be a second click by the 
user – a value may have already been placed there 
by our function. If there is a date there we want to 
make sure it is a valid one before we try and build 
our calendar. – because if it is not, the calendar will 
break – and we do not want that.



108

So if there is a value, we pop into the IF condition and 
run a small function with a simple regex inside:

// date validation
function validateDate(stringDate) 
{
	 var datematch = /^\d{1,2}(\/)\d{1,2}\1\d{4}$/.
test(stringDate);
	 return datematch;
}

This regex matches our mm/dd/yyyy format. The 
result of either true or false based on the test() 
method is returned via datematch. Then if it is false 
(if(!isValideDate)) we tell the user to please enter 
the date correctly. We also do some nifty colouring 
of the text field to show them exactly where the 
problem is. We can turn it off later.

The last part of CalInit() sends a good date if we 
have one and the input box to ShowCalendar() – 
which is the workhorse function. It also centres the 
calendar DIV in the browser:

// 	ShowCalendar(currentDateInput.value, 
currentDateInput);

	 var calwidth = 240;
	 var calheight = 200;
	 var screen_balance_w = ((screen.
width)-(calwidth))/2;
	 var screen_balance_h = ((screen.
height)-(calheight))/2;
	 var set_top = screen_balance_
h - 100; // bring up some space to 
compensate for toolbars (100px)
	 var set_left = screen_balance_w;
	
	 if(calDiv) {
	 calDiv.style.left = set_left + “px”;
	 calDiv.style.top = set_top + “px”;

You can play with the settings if you want the 
calendar bigger or moved up or down. I use 100 
pixels for vertical space but use what you like. 
Notice we must append the “px” to our style.left 
and style.top assignments or it will not work!

ShowCalendar()
This is the big function that does all the writing and 
date manipulation. I’m not going to paste it all here 
as one piece – just the pieces I’ll explain, so you 
might want to have your copy of it handy to refer 
to.
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// 	function ShowCalendar(dateValue, 
oInput)
{
	 currentDateInput = oInput; 
	 var now = new Date;
	 var nowInMS = now.getTime();

Again, the arguments are the dateValue of the input 
(if it exists, it could be nothing) and the input text 
box. We set a variable for the input, and then we 
create a new Date object. Then we use the getTime() 
method to get the date in milliseconds since 1970 
(set to nowInMS) which will be useful later on.

// if there is no date yet, make a new 
one. Otherwise, use the date in the 
input box
	 // or the date passed by the next/
previous buttons.
	 var currentDate = (dateValue == null 
|| dateValue == ““) ?  new Date() : 
StringToDate(dateValue) ;

If a date has not been passed we’re going to make 
one – if there is one we are going to turn it into a date 
object (instead of a string) so it’s easy to manipulate. 
You’ve heard me talk about the ternary operator a 
lot, and I use it whenever I can. Here it’s used to test 
to see if there is no date passed. If not, we create 
a new one, otherwise we send the dateValue (the 
date sent to the function) to StringToDate()

StringToDate() and DateToString()
This is a simple utility function that does exactly 
what its name says it does:

// At this point all we have is a 
string like 01/01/2004
// We must have a date object, so we 
make one based on the string date
// and return it to the main function
function StringToDate(dateValue)
{
	 var dateValArray = dateValue.
split(“/”);
	 var currentDate = new Date(d
ateValArray[2],dateValArray[0]-
1,dateValArray[1]);
	 return currentDate;
}

We split the string, and build our new Date object 
by passing each piece in appropriately. Notice the 
year goes in first, then the month and day. Also 
notice we have to subtract one from the month. 
The reason we do this is that in the Date object 1 is 
not January – it is February! Remember how many 
JavaScript arrays start at 0 – and it is also the case 
here. If there is a date there for January it will be 01 
– but we need 0 to send to the  Date object. Note 
there is a similar function called DateToString() that 
does the exact opposite that we will use as well. 
Review that on your own, its pretty basic.

However if 
today is the 8th, 
we don’t want to 
start building a 
calendar from 
there – we want 
the first!
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Once we have the date in the proper format (as a 
date object), we can start setting dates to populate 
the calendar:

	 var prevMonth = new 
Date(currentDate);
	 prevMonth.setMonth(currentDate.
getMonth()-1);
	 var nextMonth = new 
Date(currentDate);
	 nextMonth.setMonth(
currentDate.getMonth()+1);
	 var currentYear = currentDate.
getFullYear();
	 var nextYear = new 
Date(currentDate);
	 nextYear.setFullYear(currentYear+1);
	 var prevYear = new 
Date(currentDate);
	 prevYear.setFullYear(currentYear-1);
	 var currentMonth = currentDate.
getMonth();
	 var firstDay = new Date(currentDate);

CurrentDate holds our “today” date (note that when 
you make a new Date object, it pulls the current 
day’s date from your computer) or the date that was 
passed to the function. Based on that we can get:

•	 Previous month
•	 Next month
•	 The current year
•	 The next year
•	 The previous year

By simply adding and subtracting one and using 
the proper methods such as setFullYear() (which 
gives us a four digit year) we now have the dates 
for our calendar for when the user clicks next or 
previous month/year. We also have the month to 
display.

However if today is the 8th, we don’t want to start 
building a calendar from there – we want the first!

// shift the current day to day 1 to 
make calendar. We must build it from 
day 1 of course.
	 firstDay.setDate(1);
	 var currentDay = new Date(firstDay);

By passing a variable the number 1 using the 
setDate() method then making a new date with 
that variable – we create the first day of the current 
month. That will be our starting point.

We haven’t actually shown the calendar yet. And 
before we do – let’s clear the HTML “buffer” as it 
were – our string we are going to build to display 
just in case there is any leftovers inside. Then we’ll 
show the div and begin to populate it with dates.

// clear current calendar (if exists)
	 var calHTML = ““;
	
	 // show calendar
	 if(calDiv) calDiv.style.display = 
“block”;
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Let’s write out the title bar first – note that the classes 
from the CSS supplied with the code match up to 
style it just how we want it. If you want different 
colors, just change the style sheet – no need to 
change the code.

// write out title bar for calendar
	 calHTML += ‘<div class=“calHd”>
<a href=““ onClick=“HideCal();
return false;” title=“close 
calendar”><img src=“close.gif” alt=““ 
border=“0” /></a></div>‘;
	 // write out calendar header
	 calHTML += ‘<table cellpadding=“4” 
cellspacing=“0” border=“0” width=“220” 
class=“calTable”>‘;

Note that when building a string of HTML it’s always 
better to start with single quotes, so you don’t have 
to escape every double quote inside the string. Our 
header has the close button (hide) which is actually 
in a DIV (and the title is a background image for it.) 
Then the table itself begins.

This next bit is long, but all we are doing is writing 
out the first table row with the month and year, and 
the arrows for previous and next. If you look at the 
function calls for ShowCalendar() inside – you’ll 
notice we do two things. 1) We set the date to a string 
(using DateToString()) and we use our variables 
like prevMonth, nextYear, etc. for our buttons 
which we had set up above. Other than that, it’s the 
same function call and it works the same way as we 
already talked about  - sending a date (as a string) 

and a text box to the function. Note that you have to 
be careful with the function calls and single/double 
quotes. And note we are building a string – thus we 
use the += operator meaning we’re adding on – no 
assigning something new.

alHTML += ‘<tr class=“calhead”>‘; 
	 calHTML += ‘<td colspan=“7”>
<table border=“0” cellspacing=“0” 
cellpadding=“0” width=“100%” 
id=“monthyrs”><td>
<a href=““ title=“Previous 
Month” onclick=“ShowCalendar(\
’’+DateToString(prevMonth)+’\’, 
currentDateInput); return false;”>
<img src=“calendar-arrow-left-k.gif” 
alt=““ border=“0” /></a></td><td 
width=“80”>‘ + monthArray[currentMonth] 
+ ‘</td><td><a href=““ title=“Next 
Month” onclick=“ShowCalendar(\
’’+DateToString(nextMonth)+’\’, 
currentDateInput); return false;”>
<img src=“calendar-arrow-right-
k.gif” alt=““ border=“0” /></
a></td><td>&nbsp;&nbsp;</
td><td><a href=““ title=“Previous 
Year” onclick=“ShowCalendar(\
’’+DateToString(prevYear)+’\’, 
currentDateInput); return false;”>
<img src=“calendar-arrow-left.gif” 
alt=““ border=“0” /></a></td><td>
<span class=“yearcolor”>‘ 
+ currentYear + ‘</span></
td><td><a href=““ title=“Next 
Year” onclick=“ShowCalendar(\
’’+DateToString(nextYear)+’\’, 
currentDateInput); return false;”>
<img src=“calendar-arrow-right.gif” 
alt=““ border=“0” /></a></td></table>‘;
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	 calHTML += ‘</td></tr>‘;
	 calHTML += ‘<tr><th>Su</th><th>Mo</
th><th>Tu</th><th>We</th><th>Th</
th><th>Fr</th><th>Sa</th></tr>‘;

We now have the title, and the controls for next and 
previous years and months. All that is left is to write 
out the dates of the month themselves with a link to 
place the chosen date into the text box.

	 var curCell = 1;
	
	 // as long as we are in the current 
month, write out the calendar days
	 while(currentDay.getMonth() == 
firstDay.getMonth()) 
	 {
		  // begin row
		  calHTML += ‘<tr>‘;
		  // iterate through each week
		  for (var i=0; i<7; i++) 
		  {
			   calHTML += ‘<td>‘;
	 	 	
			   // as long as this week is 
in the same month, write out days
			   if(currentDay.getMonth() == 
firstDay.getMonth())
			   {
				    // if first day is not 
reached yet, write a blank
		  if(curCell <= firstDay.getDay())

	 	 	 	
				    {
					     calHTML += ‘&nbsp;’;
					     curCell++
				    }
				    // otherwise write out 
the date
				    else
				    {
					     var cdInMS = 
currentDay.getTime();
					     if(cdInMS < nowInMS)
					     {
						      calHTML += 
‘<a href=““ title=“Choose this date” 
onclick=“SelectDate(‘ + currentDay.
getMonth() + ‘,’ + currentDay.getDate() 
+ ‘,’ + currentDay.getFullYear() + ‘, 
currentDateInput); return false;”>‘ + 
currentDay.getDate() + ‘</a>‘;
						      curCell++
						      currentDay.
setDate(currentDay.getDate() + 1);
					     }
					     else
					     {
						      calHTML += 
‘‘+currentDay.getDate()+’’;
						      curCell++
						      currentDay.
setDate(currentDay.getDate() + 1);
					     }
				    }
			   }
			   calHTML += ‘</td>‘;
		  }
		  calHTML += ‘</tr>‘;
	 }
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What we have here is a big old WHILE loop.  Our IF 
condition test for the fact that we are still in the current 
month of the currentDay variable. Remember we 
set firstDay earlier (to get day 1 of the month) So 
firstDay will always be the current month. As we go 
through the loop, currentDay changes to the next 
day, and the next, and so on until it hits the next 
month. When currentDay’s month is now the next 
month, there will be no more match and we’ll exit 
the loop.

Meanwhile, the curCell variable and the FOR loop 
that iterates 7 times (for 7 days) allows us to write 
out an actual calendar formatted like you’d expect, 
and not a 30 cell table row! Each time we use up a 
week’s worth of dates, we close the TR and start a 
new one.

The actual date writing happens here:

	 	 	 	
// otherwise write out the date
				    else
				    {
					     var cdInMS = 
currentDay.getTime();
					     if(cdInMS < nowInMS)
					     {
						      calHTML += 
‘<a href=““ title=“Choose this date” 
onclick=“SelectDate(‘ + currentDay.
getMonth() + ‘,’ + currentDay.getDate() 
+ ‘,’ + currentDay.getFullYear() + ‘, 
currentDateInput); return false;”>‘ + 
currentDay.getDate() + ‘</a>‘;

	 	 	 	
						      curCell++
						      currentDay.
setDate(currentDay.getDate() + 1);
					     }
					     else
					     {
						      calHTML += 
‘‘+currentDay.getDate()+’’;
						      curCell++
						      currentDay.
setDate(currentDay.getDate() + 1);
					     }
				    }

You’ll notice we build the anchor calling the 
SelectDate() function, sending it the currentDay’s 
day, month and year. SelectDate() is a simple 
function that places the string into the input box 
we referenced and then hides the calendar. (It 
also makes sure you have double digit days for 
validation purposes, placing a 0 in front of single 
digit days.)

In the IF… ELSE clause above, we’re testing to make 
sure that the currentDay variable is no later (not in 
the future that is) than today (literally today). If it is 
we are not writing out the link (just the number of 
the day) so the user cannot pick a date in the future. 
You don’t have to do that of course, if you want to 
allow dates in the future – you would replace that 
block with this one:
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// otherwise write out the date
				    else
				    {
						      calHTML += 
‘<a href=““ title=“Choose this date” 
onclick=“SelectDate(‘ + currentDay.
getMonth() + ‘,’ + currentDay.getDate() 
+ ‘,’ + currentDay.getFullYear() + ‘, 
currentDateInput); return false;”>‘ + 
currentDay.getDate() + ‘</a>‘;
						      curCell++
						      currentDay.
setDate(currentDay.getDate() + 1);
				    }

All that is left to do is close the 
table and push the HTML to the DIV tag 
using innerHTML (again, we check for 
the DIV – just in case):

	 calHTML += ‘</table>‘;
	 if(calDiv) calDiv.innerHTML = 
calHTML; 

And there you have it, your calendar. Some purists 
will scoff at using innerHTML and vehemently 
scream that we use DOM traversal methods instead 
to build the HTML. I usually stick out my tongue and 
ignore them. Right now innerHTML works – and will 
work nicely – in all modern browsers, and will for 
some time in the future. 

Conclusion

Working with the date object can be 
intimidating (no pun intended!) But it really 
is not as hard as it looks. If you have a good 
reference by your side (and you do right? 
If you write JavaScript you should have 
either Danny Goodman’s JavaScript Bible or 
O’Reilly’s JavaScript – the Definitive Guide at 
your desk at all times – and it wouldn’t hurt to 
have my e-book either!) then simply look up 
the section on the Date object and follow the 
methods described. 

I hope you enjoy the code and make good use 
out of it. If you do end up using it on a web site, 
please send me a note so I can take a peek. 
Again, feel free to modify it as you please. 
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Spicing up Data Tables with 
Highlighting Rows
There is a time and a place to use 
tables in HTML. One of those times 
is when you have rows of data that 
logically fits in a table. For example, 
a list of employees, an order list or an 
inventory report. With a large table 
with lots of data, it can be difficult 
to sort through all the rows and read 
the correct information.

We’ve already discussed an 
alternating row script in the tutorial 
“Scripting the DOM: Dynamic Class 
Switching.” And we have even 
highlighted a row with a separate 
class. This time we’ll build a script 
that will allow your table rows to 
“highlight” as the user mouses 
over the row. We’ll do this using the 
DOM, and we’ll even load the script 
at page load to keep things nice and 
clean.

The Data Table
The first thing we need is a table 
of data. For this we’ll use one of my 
favourite players who played for 
the Chicago White Sox in the 1970’s 
when I was a child: Dick Allen. Below 
is his career statistics in a completely 
unstyled table with a border of 1.

This is somewhat difficult to read, especially when you want to get 
a value right in the middle of the table. Adding alternating color to 
the rows of course will help. To quickly review, we use the following 
script:

http://www.dmxzone.com/go?5337
http://www.dmxzone.com/go?5337
http://www.dmxzone.com/go?5337
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function ColorRows(tableID)
{
	 var oTable = document.
getElementById(tableID);
	 var oRows = 
oTable.getElementsByTagName(“TR”);
	 var modRemainder;
	 var newClass;
	
	 for(var i=0; i<oRows.length; i++)
	 {
		  if(i == 0) continue;
		  modRemainder = i % 2;
		  newClass = (modRemainder == 0) ? 
“rowColor1” : “rowColor2”;
		  oRows[i].className = newClass;
	 }
}

Which will alternate colors between the two classes 
rowColor1 and rowColor2. In addition, we’ll write 
an init() function that we can call using the body 
ONLOAD event handler to run our scripts:

	 	 	 	
<body onload=”init();”>..

--------------------------

function init()
{
	 ColorRows(‘dickAllen’);
}

So everything we place in the init() function will 
get executed when the page loads. Depending on 
what colors you make your row styles, you should 
have something like this:

This is definitely more like it. It's easier to read 
the each row and find the data we need. However 
we can go one step further, which is the point of 
this script. Let's highlight the row the user mouses 
over.



117

Building the Script
We’ll attach this new script to our init() function 
so it gets executed during the onload event of the 
body. If you remember back to previous articles, 
you cannot run scripts on an object in a browser 
window that is not loaded into memory yet. The 
best way to do this is wait for the page to fully load, 
and this is what the onload event gives you.

So first we’ll build the shell of our function and add 
it to the init():

	 	 	 	
function HighlightRow()
{
	 // Highlight a row of data when the 
user mouses over
}

Add it to the init():

function init()
{
	 ColorRows(‘dickAllen’);
	 HighlightRow();
}

In case you are wondering, “dickAllen” is the ID of 
our table, which is how the ColorRows() function 
knows which table to color. Now we have the basics 
in place, we can begin building the script.

Use getElementsByTagName()
We’ll once again use the effective DOM method 
getElementsByTagName(). This method takes a tag 
name as a parameter and returns an array of that 
tag. You can then work with that array of tags (or 
objects) and do things to them.

Since we want to work with table rows here, we of 
course will send the method “TR”:

	 	 	 	
function HighlightRow()
{
	 var oRows = document.getElementsByTa
gName(“tr”);
}

The first question that may pop into your mind 
at this point is: “What if I have other rows in my 
document that are NOT in the data table?” Good 
question! Glad you thought of it. The fact is, we are 
going to further describe the exact rows we want 
before we attempt to highlight them, as you will 
shortly see. But right now we know that we have an 
array of all the TRs in this document stuffed into a 
variable oRows.
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Loop through rows we want
As we just mentioned, what if there are other rows 
than the ones in our data table? First let’s set up the 
FOR loop:

	 	 	 	
function HighlightRow()
{
	 var oRows = document.getElementsByTa
gName(“tr”);
	 for(var i=0; i<oRows.length; i++)
	 {
	 }
}

A note about variable scope here. You might have 
noticed we used the variable name “oRows” in our 
ColorRows() function, as well as the variable “i” in 
the loop. You need to be careful about such things. 
If a variable is going have local scope only – that is 
only the function it is declared in can use it – then 
you should always preface that variable with the 
keyword VAR. This means that variable can only be 
used within that function, and no other functions 
will recognize it.

This will allow you to use “oRows” in both functions. 
You should be careful about using same named 
variables in functions. You can use any letter in your 
FOR loops. It’s always a good idea to just include 
the VAR keyword in your loops (i.e., var i=0) all the 
time. This will save you much trouble if you have 
accidentally used the same letter in two loops in 
different functions.

Getting back to the script, we use the length 
property of the oRows array as our condition for 
continuing to loop, as we always do. 
Now we have to make sure we only affect the rows 
we need. We’ll do this with an IF condition, checking 
against the two highlights classes we are using:

	 	 	 	
function HighlightRow()
{
	 var oRows = document.getElementsByTa
gName(“tr”);
	 for(var i=0; i<oRows.length; i++)
	 {
		  if ((oRows[i].className == 
“rowColor1”) || (oRows[i].className == 
“rowColor2”))
		  {
		  }
	 }
}

If you remember from past articles, the “||” means 
LOGICAL OR. If EITHER condition evaluates to true, 
then the IF condition evaluates to true. Notice that 
each comparison of class name is within its own set 
of brackets (oRows[i].className == “rowColor1) 
to make sure they get evaluated first, before the 
OR condition. It’s just like you learned in math in 
school. If you leave comparisons ambiguous, then 
you are bound to get errors.

Since our ColorRows() function had applied the 
class rowColor1 or rowColor2 to all of the rows in 
our data table (except the heading which it skipped) 
we know we will get only those rows that we want!
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Objects and properties
Remember that each row in our array is really an 
object. We know that each row object in our array 
has a class attached to it, since we just ran the 
ColorRows() function. “className” is the JavaScript 
property that returns the name of the class of an 
object.

To read a property of an object, we use the dot 
notation:

Object.propertyName

That is why when we do oRows[i].className, 
JavaScript returns the class associated with that 
object. The “i” of course is the index position of the 
FOR loop.

And now for some magic
This is where things get a little interesting, so pay 
close attention! What we need is a way to attach a 
function to an event on each row. Which events and 
which functions?

Well the events we are interested in are onmouseover 
and onmouseout. These are of course self-
explanatory. Normally you would assign a function 
to one of these events on, say an image like this:

<img src=”myImage.gif” onmouseove
r=”someFunction();” onmouseout=” 
someFunction();” /> 

But we don’t have that luxury on a table row. What 
we need to do is use a function literal.

Function literals
This has one of those “oh no, what is that…” sounding 
names. Although they have an intimidating name, 
they are fairly simple to use. What is a function 
literal and why do we need it? Consider this next 
line of code:

oRows[i].onmouseover = 

Within our FOR loop we want to set each rows’ 
onmouseover and onmouseout events to a function 
that will highlight our current row. Your first thought 
would be do to something like this:

oRows[i].onmouseover = HighlightCurrent
Row(oRows[i]);

This will give you nothing but heartburn and a “not 
implemented” exception. For reasons we won’t get 
into (partly because I don’t fully understand them!) 
you cannot attach a function to an object’s event 
handler in this fashion.

Never fear, however, because function literals are 
about to ride to the rescue! Sometimes these are 
also called anonymous functions as well. At any 
rate, a function literal looks exactly like a normal 
function except that it has no function name.
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 In addition to that, we are going to place that 
function smack dab in the middle of our code, it 
isn’t going to be separated out. Let’s take a look:

function HighlightRow()
{
	 var oRows = document.getElementsByTa
gName(“tr”);
	 for(var i=0; i<oRows.length; i++)
	 {
		  if ((oRows[i].className == 
“rowColor1”) || (oRows[i].className == 
“rowColor2”))
		  {
			   oRows[i].onmouseover = 
function() {
				    this.className = 
“rowHL”; // rowHL is a new highlight 
class
			   }
			   oRows[i].onmouseout = 
function() {
				    this.className = 
“rowColor1”; // one of our row colors
			   }
		  }
	 }
}

What is happening here is actually fairly logical. 
You are telling the current rows’ onmouseover 
event to run a function. Then you are immediately 
defining that function just like you would normally. 
In a sense, you are assigning a no-named function 
to an object.

JavaScript will now be more than happy to execute 
this little “function literal” every time the user 
mouses over and out of the current row!

But what about this?
Now, you probably noticed that we did not use 
oRows[i].className within our function literal, but 
the keyword this instead. Why?

If you think about it in terms of variable scope, it 
will make sense. You’ve defined a new function. 
And even though that new function is attached to 
your object that you want to use, in fact on the very 
same line, that variable will still be out of scope. The 
function literal has no idea what oRows[i] is, since 
it was not defined within it. Nor could we do that 
without lots of messy code, and it wouldn’t make 
any sense to do so.

The reason why is this.. pun intended. Remember 
that the function literal is getting assigned to the 
events on the current row. A short example will 
help us understand what is happening. 

Assume for the moment that we were hard coding 
the events into each TR tag like this:

<tr onmouseover=”HighlightMe(this);” on
mouseout=”UnHighlightMe(this);”>etc…

In the above example the keyword this being sent to 
our fictional functions would refer to the TR itself. 



121

This is exactly what is happening with our function 
literal. Remember that the function literal is NOT 
getting executed during the init() when it is called. 
It gets executed when the user mouses over a row. 

At that point “this” refers to the current row, and the 
function literal sets the class accordingly.

One more problem
That’s all fine and dandy, but we have one small 
problem. The way our function is now, we’ll end up 
changing all rows that get moused over to only one 
color, but we have TWO colors. The onmouseover 
changes it to rowHL – which is the highlight color. 

But the onmouseout can only change it back to one 
color the way we have it. What we need to do is 
somehow save the current color of the row while 
it gets highlighted, then use that saved value to 
change it back to the correct color. How can we do 
this?

Luckily, the this keyword is once again to the rescue, 
with a little help from an extra variable. Take a look 
at the function below (which incidentally is the final 
version):

function HighlightRow()
{
	 var lastRowClass;
	 var oRows = 
document.getElementsByTagName(“tr”);
	 for(var i=0; i<oRows.length; i++)
	 {
		  if ((oRows[i].className == 
“rowColor1”) || 
(oRows[i].className == “rowColor2”))
		  {
			   oRows[i].onmouseover = 
function() {
				    lastRowClass = 
this.className;
				    this.className = 
“rowHL”;
			   }
			   oRows[i].onmouseout = 
function() {
				    this.className = 
lastRowClass;
			   }
		  }
	 }
}

We’ve introduced a new variable called 
lastRowClass. This variable can be our little “save” 
mechanism. In the onmouseover function literal 
we dump the current class name into this variable 
BEFORE we change it to a highlight, using the this 
keyword. 
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Then when we change it back, we use the lastRowClass which will hold either rowColor1 or rowColor2. 
And what we finally get is this:

Conclusion
Hopefully what you’ve seen is that using a function literal can actually save you quite a bit of time and 
code. Imagine if you had to attach a function to every single row for each event. If you had a table with 23 
rows, that’s 46 events you have to deal with. Imagine if you then had to change one!

This concept can also be used across an application. I actually used this exact code in a production 
application for a very large company. We had many tables of data to deal with and we found that this 
simply made it easier for the user to see what they wanted to see in these tables.

We also used object based thinking. You saw how the this keyword made things a lot easier. The more 
abstract you can think and the more object based you can think, the better off you will be!
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By simply clicking “Attach More Files” a new row 
was instantly added – very slick! You might end 
up having all sorts of forms that have such a need. 
Possibly a shopping cart or some kind of form that 
allows people to special order items, or build items. 
What if they want more rows?

A couple of years ago I worked on just such a 
product. We were building a web application where 
there were multiple pages with all different kinds 
of forms where we needed to save space in order 
to keep the page manageable – but also to give the 
user the ability to add more fields when the needed 
it. The trick was to do it without writing 15 different 
unique functions!

An Abstract “Add Row” Class for 
Dynamic Table Rows (like Yahoo!)
Quite often we want to add dynamic functionality 
to our pages, but we end up writing a lot of page 
specific code. Then we duplicate that process for 
another page, and another page, until quite soon 
what we have is a big sopping mess! We’ve been 
talking about writing unobtrusive JavaScript, and 
what this also means is abstracting the function or 
class away from the data by which it is supported.

A good example is the attach document page for 
Yahoo! Mail. On that page I have the choice of adding 
up to five attachments – but what if I want to add 
more? I would have to save the first five, go back to 
the main compose interface, then click attach, and 
then start the process over again. This is a waste 
of time for a user. The smart thing to do would be 
to give the user the option of adding more fields 
if they so desire. It was smart not to clutter up the 
page with too many fields – and even smarter to let 
the user add some if they need it. 

A great way would be to have a local script that 
instantaneously adds the form fields for the user. 
That is just what Yahoo! has done – take a look at 
this screen shot:
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So let’s assume we have our very own fields – 
something for adding contacts to an address book. 
And we’ll give them one row, but allow them to add 
as many as they want – like this:

Certainly there would be a submit button and so 
forth, but we just want to deal with the form itself 
and adding more rows – how can we do it? The real 
question isn’t how do we do it, but how do we do it 
right!

Requirements
Not only do we have various types of input fields 
(text, select and checkbox) we also have to add the 
supporting table rows and cells. And we want to 
make the code abstract enough so that we can use 
it on various pages. We’ll need to use some DOM 
tricks to get it done.

First, the HTML
As I said, we want to keep all the data – the actual 
form information and the link – out of the local page 
so we never have to go there to update each one. 

So we’ll just fire up a simple form in a table:

<table border=“0” cellspacing=“0” 
cellpadding=“4” id=“contacts” 
summary=“add contacts”>
<form name=“contactform”>
<tbody id=“contactsbody”>
<tr>
	 <th>First Name</th>
	 <th>Last Name</th>
	 <th>Category</th>
	 <th>Auto List?</th>
</tr>
<tr>
	 <td><input type=“text” size=“14” 
name=“fname” /></td>
	 <td><input type=“text” size=“14” 
name=“lname” /></td>
	 <td><select name=“category”>
<option>Friend</option> 
<option>Business</option> 
<option>Mailing List</option>
</select></td>
	 <td><input type=“checkbox” 
name=“autolist” value=“yes” /></td>
</tr>
</tbody>
</form>
</table>

Notice the use of the TBODY tag. You are probably 
used to not using this, and the browser usually 
“supplies” it for you under the hood, so to speak. 
But when you are using DOM methods you really 
need to use this tag to make things work right. It is 
the TBODY that TRs actually get attached to – not 
the TABLE itself.
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As you can see there is no JavaScript in our page 
– just what we wanted.

First, let’s add a link
The first thing we want to do is add our “add row” 
link to the page. We didn’t want to hard code it with 
the parameters sticking in the page, but we will 
have to put the form data somewhere. 

function addRowClass(tableID, 
tableBody, instructionArray)
{
	 // write add link to page
	 var oTable = document.
getElementById(tableID);
	 if(oTable) 
	 {
		  // make the link
		  oAddLink = document.
createElement(“a”);
		  oAddLink.setAttribute(“href”, 
“#”);
		  oAddLink.onclick = 
function() { addFormRow(tableBody, 
instructionArray); return false; }
		  var oLinkText = document.
createTextNode(“Add Another Row”);
		  oAddLink.appendChild(oLinkText);
	 	
		  document.body.
insertBefore(oAddLink, document.body.
firstChild);
	 }
}

If you an OO enthusiast, you’ll probably realize 
that this isn’t really a classic “class” in the sense of 
a true object class, but it works in practically the 
same manner. This is going to be the function that 
we will load at page load (onLoad event). You’ll 
notice three arguments. The tableID should be 
pretty obvious – that’s the unique ID you give each 
table you run the class on. The tableBody argument 
is again, the unique ID you give the TBODY tag. 
Lastly, the instructionArray is how you are going 
to give all the information to the class. Let’s take a 
look at that first.

var optionsArray = new Array();
optionsArray[0] = new Array();
optionsArray[1] = new Array();
// these are for VALUE attributes of 
the OPTION
optionsArray[0][0] = “friend”;
optionsArray[0][1] = “business”;
optionsArray[0][2] = “mailing”;
// these are for the TEXT attributes of 
the OPTION
optionsArray[1][0] = “Friend”;
optionsArray[1][1] = “Business”;
optionsArray[1][2] = “Mailing List”;

var setupArray = new Array();
setupArray[0] = new Array();
setupArray[1] = new Array();
setupArray[2] = new Array();
// input TYPES
setupArray[0][0] = “text”;
setupArray[0][1] = “text”;
setupArray[0][2] = “select”;
setupArray[0][3] = “checkbox”;
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// input properties: field length for 
text, blank for radio/check, array for 
select
setupArray[1][0] = 14;
setupArray[1][1] = 14;
setupArray[1][2] = optionsArray;
setupArray[1][3] = ‘‘;
// input field names
setupArray[2][0] = “firstname_”;
setupArray[2][1] = “lastname_”;
setupArray[2][2] = “category_”;
setupArray[2][3] = “autolist_”;

Here you see TWO multi-dimensional arrays. This 
is a great tool for storing data – and the fact that we 
can store an array IN an array is a feature we can 
benefit from.

The first array is simply setting up the information 
for the SELECT OPTIONS. We’ll iterate through those 
in one of our functions to quickly build the select. 
We have to write any of these out first, because we 
will reference them in our “setup” array.

The setup array is going to tell our class what the 
form input types are (in the first matrix) the names of 
those inputs (the third matrix) and some important 
input properties (the middle matrix). This one is a 
little special, because depending on what type of 
input you have, you’ll put a different property.

The first two inputs are text inputs, and we want the 
size of those – so we put 14. 

However, the third one is our SELECT – and that is 
where we put our optionsArray (which is why it was 
declared first). So our spot in our multidimensional 
array or matrix actually holds another matrix 
with the options info inside – neat! So when you 
passed the setup array into the first function, you 
threw a nice chunk of information – in fact, all the 
information the class needs to add each row with 
the correct information.

Note we don’t have to tell the function how many 
inputs there will be – we can simply count the length 
of our setup array and use that number.

Getting back to the function – its pretty basic DOM 
material. We check to make sure the table actually 
exists (to avoid any errors) and then use the DOM 
to createElements like TR, TD and our A tags and 
append them:

// make the link
		  oAddLink = document.
createElement(“a”);
		  oAddLink.setAttribute(“href”, 
“#”);
		  oAddLink.onclick = 
function() { addFormRow(tableBody, 
instructionArray); return false; }
		  var oLinkText = document.
createTextNode(“Add Another Row”);
		  oAddLink.appendChild(oLinkText);

You’ll notice for the onclick we used an anonymous 
function like we have been talking about recently. 
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So when the link is clicked, it will call the function 
“addFormRow()” and send those arguments – the 
tableBody and the instructionArray we setup above. 
The only thing slightly new here is how we used the 
insertBefore method to add the link:

document.body.insertBefore(oAddLink, 
document.body.firstChild);

Essentially we didn’t want to mess around with 
trying to add another row to the table to put the link 
inside, then having to move or destroy and recreate 
it over and over. The insertBefore method does just 
that – inserts the node before another specified 
node. So we told it to insert oAddLink BEFORE the 
firstChild of the document body (which we know is 
the table).

In practice, this may or may not work for your 
particular page. However the concept is what we 
want to get across. Use whatever DOM methods you 
need to write that link where you need to without 
hard coding it into your page.

Starting the engine
To call this function and get things going we’ll again 
use an anonymous function (to allow ourselves to 
pass parameters) on the window.onload event:

window.onload = function() { 
addRowClass(‘contacts’, ‘contactsbody’, 
setupArray); }

Remember you cannot do this:

Window.onload = addRowClass(‘contacts’, 
‘contactsbody’, setupArray);

Because it will execute right away  - before the page 
loads! That’s why we use the anonymous function.

The meaty parts
Now to the good stuff. You’ll find that in a way we’ve 
done the lion’s share of the work already. We’ll 
iterate through some things, call some private 
methods (functions) and bam! Our new row will 
appear. We’ll take it bit by bit:

/* main function */
function addFormRow(tableBody, 
fieldArray)
{
	 tableBody = 
document.getElementById(tableBody);
	 newRow = document.
createElement(“tr”);
	 rowNum = 
tableBody.getElementsByTagName(“tr”).
length - 1;

You should now be familiar with the arguments.
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The “fieldArray” here is the setup array we’re 
passing in (it tells us what fields we are dealing 
with.) We have a pointer to the table body so we 
can append to it shortly.

Now we can start creating a new row with 
createElement to begin the work of adding. One 
thing we have to do though is figure out what row 
number we are on. We need to do this because we 
need to make sure each row’s inputs have unique 
names so we can actually use the data the server 
collects. If they all have the same name, only the 
last group will be of any use! So we get the length of 
the current table rows – and subtract one – because 
we have a header row. We’ll append that number to 
the end of the fields and thus have unique names.

for (var i = 0; i <= fieldArray.length; 
i++)
	 {
		  oCell = document.
createElement(“td”);
		  oInput = document.
createElement(“input”);

We’ll begin a FOR loop, using the fieldArray length 
as our number of iterations (that gives us the number 
of fields we want – 4). Then using createElement 
we’ll add a new TD and INPUT for each interation 
– so we’ll get four cells and inputs – just what we 
need. But now we need to create them correctly 
– how will we know what to make?

switch(fieldArray[0][i])
{
	 case “text”:
	 createTextbox(fieldArray[2][i], 
rowNum, fieldArray[1][i]);
	 break;
	 	 	
	 case “select”:
	 createSelect(fieldArray[2][i], 
rowNum, fieldArray[1][i])
	 break;
	 	 	
	 case “checkbox”:
	 createCheckbox(fieldArray[2][i], 
rowNum);
	 break;
	 	 	
	 default:
	 //an input error has occurred. 
Nothing will be written out to the 
cell.
	 break;
}

Here’s where the power of multidimensional arrays 
comes in. We’ll use each of the 3 parts of it to do 
something. The first part [0][i] tells us what KIND 
of input we want ( remember, you set that up in 
the setupArray). Depending on which case that 
is, one of 3 functions will be run – createTextbox, 
createSelect or createCheckbox. 

All three use the last part of the array [2][i] to 
uniquely name each input (such as “firstname_3”). 
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For the textbox and select, we use the middle part 
of the array [1][i] for the properties we set. (We 
didn’t set any special checkbox property, but we 
could have written that in too.) Remember, that for 
the select, that property is in fact another whole 
array with the options all set up for us.

If nothing matches, the default case is hit and that 
means we’ve made some kind of input error and 
we have to check our setup array. 

The Create Functions
Each of these functions is very similar. Let’s take 
the textbox one first:

sfunction createTextbox(fieldname, 
rowNum, fieldsize)
{
	 oInput = document.
createElement(“input”);
	 oInput.type = “text”;
	 oInput.size = fieldsize;
	 oInput.id = fieldname + “_” + rowNum;
	 oInput.name = fieldname + “_” + 
rowNum;
	 return oInput;
}

Notice there is very little code. We create an input, 
set its type to text and accept the parameters that 
were sent in the function above such as fieldsize 
and rowNum (the unique number to identify this 
input).  

Notice we aren’t dealing with any data other than 
what was put in our setupArray – this code is simply 
putting things together and passing them down the 
line. Lastly, we return the oInput object to the calling 
function. The checkbox function is about the same:

function createCheckbox(fieldname, 
rowNum)
{
	 oInput = document.
createElement(“input”);
	 oInput.type = “checkbox”;
	 oInput.id = fieldname + “_” + rowNum;
	 oInput.name = fieldname + “_” + 
rowNum;
	 return oInput;
}

Except of course the type is checkbox instead of 
text. Lastly we have the select which is of course a 
bit more complex.
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function createSelect(fieldname, rowNum, 
optionsArray)
{
	 oInput = document.
createElement(“select”);
	 oInput.id = fieldname + “_” + rowNum;
	 oInput.name = fieldname + “_” + 
rowNum;
	
	 for(var x=0; x<=optionsArray.length; 
x++)
	 {
	 option = document.
createElement(“option”);
        oInput.appendChild(option);
        option.value = 
optionsArray[0][x];
        option.text = 
optionsArray[1][x];
	 }
	 return oInput;
}

Notice the third argument is that optionsArray 
we spoke of earlier that holds the text and values 
for each option. When we enter the FOR loop, we 
iterate using the length of that array and use the 
DOM to create each option. Then for each option’s 
value and text we again tap the power of the 
multidimensional array to grab the value from the 
first part of the array [0][x] and the text [1][x] from 
the second part. Again, we return the input. Now 
we can put things together.

Back in our main function, we finish it all up:

		  oCell.appendChild(oInput)
		  newRow.appendChild(oCell)
	 }
	 rowNum += 1;
	 tableBody.appendChild(newRow)
}

That input that was returned (oInput) is appended 
to the cell we created at the start of the function. We 
jump out of the FOR, add one to the rowNumber, 
and append the whole row to the tableBody (NOT 
the table). And there you have it – your brand new 
row!

Conclusion
You’ll notice that there really isn’t a lot of complex 
code here. The DOM can help you do powerful 
things with just a few methods, and JavaScript 
has plenty of powerful tools at its disposal – like 
arrays – to make things hum along. We were able 
to keep the JavaScript unobtrusive, keeping it out 
of the local HTML code. Most likely we would put 
the setup arrays in a SCRIPT block at the top of the 
local page, and that’s fine. I mean, the data has to 
live SOMEwhere! But the nice thing is it’s all in one 
spot for you. And by simply making a change to the 
array that matches your form, you can easily adjust 
things.

While this may not be the perfect lass or function, 
it does show you how you should strive to keep 
things abstract and separate. By doing that, you are 
writing good clean code and keeping things easy 
to maintain and working well.
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Take control with AJAX

Introduction to AJAX
Lately, there has been a lot of talk (read “hype”) 
about something people are calling “Web 2.0.” What 
they mean when they throw these buzzwords around 
is that there are some exciting new technologies 
that will transform the Internet into something we 
hoped it would be the first time around.

Whether or not this turns out to be true, the fact is 
that there are some interesting things being done 
with technology these days, and lucky for us – they 
include JavaScript! 

One of the foremost technologies being bandied 
about is something called AJAX, which is an 
acronym for “Asynchronous JavaScript + XML,” and 
it actually isn’t all that new. What is new is the way 
it is being used and the technologies with which it 
is being paired.

AJAX as a catchphrase was coined by Jesse James 
Garrett of Adaptive Path. With a company called 
37 Signals, they have made some early use to 
bring these techniques to the forefront in the 
web development world. You can read a longer 
introduction to the concept written by Garrett 
himself if you like, but we will focus on the basics 
as an introduction coupled with JavaScript.

In a nutshell…
The key element that is giving everyone the heebie-
jeebies is the term “asynchronous”  - in other words 
we’re going to make a round trip to the server, 
without actually going there! We’re all used to the 
normal browser behaviour where a user takes an 
action, the browser makes an HTTP request to the 
server, then the server sends a response back. 

While it all works just wonderfully, sometimes 
the results leave a bit to be desired. What AJAX 
will allow us to do is make a request to the server 
asynchronously – without making that round trip. 
It will be done in the background, with our pal 
JavaScript doing most of the heavy lifting and some 
simple PHP on the server side doing the rest of the 
work.

In order for you to get a feel for what we are talking 
about here, take a good look at Google Suggest. 
This is Google – on steroids. And on AJAX, too. 
Type in a search term and you will see a box come 
up with a list of the top results for what you have 
entered into the search box. Every time you type 
another character the suggest box updates itself 
– all without reloading the page. 

It all happens asynchronously – in the background 
if you will. You get the same concept with Google 
Maps. You are able to move the map around and it 
essentially updates in real time. If you are interested, 
there are lots of working examples on the web.

http://www.adaptivepath.com/publications/essays/archives/000385.php
http://www.adaptivepath.com/publications/essays/archives/000385.php
http://www.google.com/webhp?complete=1&hl=en
http://maps.google.com/
http://maps.google.com/
http://www.fiftyfoureleven.com/resources/programming/xmlhttprequest/examples
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Google Suggest – AJAX in action

XMLHTTPRequest()
The lynchpin that makes this all possible is an object 
called XMLHTTPRequest(). JavaScript can access 
this object to send and receive data without making 
that round trip. All modern browsers support the 
technology, although not surprisingly, Mozilla and 
Internet Explorer do so differently. Luckily, that is 
where the differences end, and once we instantiate 
the object, there are no more worries.

Our Scenario
For our example, we’re going to use the typical 
pick a username scenario. Usually a new user to 
some web site will be required to choose a unique 
username, then submit a form and wait for it to 
process and return a result. This is a perfect place 
to give the user instant feedback. Our example 
will use AJAX to immediately check the entered 
username as soon as they exit the text input, and 
let them know if it is a problem before they submit 

the form – a very useful feature.  This is a kind of 
“Hello World” example to AJAX.

The HTML
We’ll take a very simple form with some simple 
CSS:

<style type=“text/css”>
body {
	 font-size: 62.5%; /* Resets 1em to 
10px */
	 font-family: ‘Lucida Grande’, 
Verdana, Arial, Sans-Serif;
	 color: #333;
	 margin: 0; padding: 20px; }
	
label { font-size: 1.2em; font-weight: 
bold; }
p { font-size: 1.2em; }

span.okay {
  display: none; }

span.used {
  display: inline;
  padding: 5px;
  color: #333;
  background-color: #ffc;
  border-left: 4px solid #c30; }
  
 h1 { font-size: 1.6em; }
</style>
<h1>Free Registration!</h1>
<form name=“register”>

This is a kind of 
“Hello World” 
example to 
AJAX.
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<label for=“username”>Username:</label> 
<input id=“username” name=“username” 
type=“text” onblur=“validateUsername(
this.value,’’)” /> <span class=“okay” 
id=“notify”>This name is in use, please 
try another.</span><br />
<label for=“password”>Password:</label> 
<input id=“password” name=“password” 
type=“password” />
<input type=“submit” name=“submit” 
value=“Register” />
</form>

Which looks like:

Nothing too fancy, but something people see quite a 
bit. We’ll save that as ‘username.html’.  You’ll notice 
that we’ve set the onBlur event to call a function 
named validateUsername(), let’s take a look at that 
function:

function validateUsername(input, 
response)
{
	 if (response != ‘‘)
	 { 
		  // Response mode since there is 
no response data
		  notification = 
document.getElementById(‘notify’);

		  // if the response is 1 the 
username is in use, set the classname 
		  // to display the notification to 
the user. Otherwise, leave it hidden.
		  notifyClass = (response == 1) ? 
‘used’ : ‘okay’ ;
		  notification.className = 
notifyClass;
	 }
	 else
	 {
		  // Input mode since we have 
input data from the form
		  // send the user’s input as a 
GET variable to our server side script,
		  // then call our loadXMLDoc() 
function with that URL we just built.
		  url = “http://www.pixelmech.com/
xreq/validate_username.php?username=“ + 
input;
		  loadXMLDoc(url);
	 }
}

	
This function is going to be used twice. The first time 
it will grab the user input, and the second time it will 
act on the response coming back from the server. 
Thus our named arguments ‘input’ and ‘response.’ 
We first check to see if there is a response, if there 
is not then we are in input  mode. In which case, we 
want to send our data out – the username the user 
chose. 

As you can see, I’ve set up a variable ‘URL’ and built 
a URL that actually resides on my personal site.
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 I’m sending the user input (“input”) as a GET 
variable called “username” to a PHP script name 
validate_username.php. Then we’re calling a 
function called loadXMLDoc() and passing that 
URL as an argument. Forget the response part of 
this function for the moment, as we will return to it 
shortly. 

var request;

function loadXMLDoc(url) 
{
	 request = false;
 // branching code to figure out which 
XMLHttpRequest object to use
// first make sure the browser supports 
XMLHttpRequest, then check for which 
browser

    if(window.XMLHttpRequest) 
	 {
    	 try {
			   // Mozilla/FireFox
			   request = new 
XMLHttpRequest();
        } catch(e) {
			   request = false;
        }
    // IE/Windows ActiveX (Microsoft 
has 2 types)
    } else if(window.ActiveXObject) {
       	try {
        	 request = new 
ActiveXObject(“Msxml2.XMLHTTP”);
      	} catch(e) {
        	 try {

request = new ActiveXObject(“Microsoft.
XMLHTTP”);
        	 } catch(e) {
          		 request = false;
        	 }
		  }
    }
	
	 // then if we have made a request, 
handle it
	 if(request) 
	 {
		  request.onreadystatechange = 
processRequestChange;
		  request.open(“GET”, url, true);
		  request.send(null);
	 }
}

We set a global variable (“request”) and set it to 
false at the beginning of the function. Here is where 
we make our little branching. First we check to see if 
the browser even supports the object (always good 
practice.) Then we use try/catch blocks to load the 
appropriate object. Using try/catch makes sure we 
don’t leave the user hanging with an error and a 
broken page. The page will still work if they submit 
it normally – but not if we break it first!

Basically Mozilla lets you instantiate the object by 
using new XMLHttpRequest() and Microsoft makes 
you instantiate an ActiveX control (one of two 
possible controls that is.) If we catch an error, we 
set request to false.
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It’s that simple, we  now have a mechanism in 
place to send and receive requests to the server. 
So if we then have a request (our username) then 
we can work with it. To do this we need to work 
with a property of the XMLHttpRequest() called 
onreadystatechange, which has a readyState. 

There are 5 states that this property could return:

0 = uninitialized 
1 = loading 
2 = loaded 
3 = interactive 
4 = complete

We don’t want to start processing a response until it 
is ready. So as the state changes, we’ll keep checking 
it using the function processRequestChange(). 
Meanwhile, we go ahead and open the connection 
and send the URL. Remember, the whole idea is no 
waiting here! The three parameters are the type of 
request (we’re using GET) the URL we are sending 
(our PHP script with the input attached as a variable) 
and an optional Boolean telling the object whether 
or not to act asynchronously (set to true of course 
– it defaults to true so you don’t have to set it if you 
don’t want to.)

Then we call the send method to let it go off. In this 
case you want to include a null or an empty string, 
or Mozilla might have a problem. That leads us to 
the continuously running processRequestChange() 
function:

function processRequestChange() 
{
    // only if request shows “complete”
    if (request.readyState == 4) 
	 {
        // only if “OK”
        if (request.status == 200) 
		  {
            // parse the XML document 
and get the data from it
			   response = request.
responseXML.documentElement;
			   method = response.getElement
sByTagName(‘method’)[0].firstChild.data;
			   result = response.getElement
sByTagName(‘result’)[0].firstChild.data;
	 	 	
			   // evaluate the method we 
want to call and send the result along
			   eval(method + ‘(\’\’, 
result)’);
        } 
		  else 
		  {
            alert(“There was a problem 
retrieving the XML data:\n” + request.
statusText);
        }
    }
}

Notice the first thing we do is look for that 4 
readyState. Notice the function will not continue 
until it receives notification that the request is 
ready. 
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Once it is, we then check that the status is 200 (which 
means “okay” – the normal status of a fully loaded 
web page.) If all that is peachy, then we can begin 
the fun stuff.

We set a variable called response to hold the 
request object property responseXML – this is the 
XML we want to return back to our script with the 
information on whether or not the username is 
valid. Setting the documentElement property gives 
us the XML document. Let’s take a look at the XML 
we are going to end up with (we’ll look at the whole 
PHP script in a bit):

<response>
  <method>validateUsername</method>
  <result><?php echo checkForUnique($_
GET[‘username’]) ?>
  </result>
</response>

What is here is the name of our function that will 
handle the response in our web page, and the result 
of the username check (a value of 1 or 0 for true 
or false.) As you can see in the above script, the 
variables method and result use the DOM to walk 
the XML and grab the value of each appropriate 
element. We then use eval() to run whatever method 
(function) that is stated in the XML and the result. 
And note, if we do not get a 200 (page okay) result, 
we do send an error, and there is error text as a 
property we can use to debug. 

Before we go back and look at how 
validateUserName() handles the response, let’s 
look at our PHP script:

<?php
header(‘Content-Type: text/xml’);

function checkForUnique($username)
{  
	 if (isset($username))
	 {
		  switch(strtolower($username))
		  {
			   case  ‘tom’ :
			   return ‘1’;
			   break;
	 	 	
			   default:
			   return ‘0’;
		  }
	 }
	 else
	 {
		  return ‘0’;
	 }
}
echo ‘<?xml version=“1.0” 
encoding=“UTF-8” standalone=“yes”?>‘; 
?>
<response>
  <method>validateUsername</method>
  <result><?php echo checkForUnique($_
GET[‘username’]) ?>
  </result>
</response>
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There are many ways you could deal with the 
request, PHP is only one of them. Since we are going 
to send back XML, it’s vitally important we start by 
sending a text/xml header. (If you were returning 
plain text, you would send a text header.) We then 
write out the XML declaration, and our function 
checkForUnique() is called with the user’s input as 
the argument. 

Now here you would normally have some real 
processing – probably checking against a database. 
But for now we’ll just make sure nobody takes my 
name. If they do, we’ll return the result to 1, meaning 
false – name taken. In the RESULT element of the 
XML, we are echoing the result of the function so 
1 or 0 will be placed in that element. That is what 
we are going to be looking for in the result. So, let’s 
look, shall we?

if (response != ‘‘)
	 { 
		  // Response mode since there is 
no response data
		  notification = document.getElemen
tById(‘notify’);
	 	
		  // if the response is 1 the 
username is in use, set the classname
		  // to display the notification to 
the user. Otherwise, leave it hidden.
		  notifyClass = (response == 1) ? 
‘used’ : ‘okay’ ;
		  notification.className = 
notifyClass;
	 } 	

Since the response is not empty anymore, we jump 
into this clause instead of the input clause. After 
setting our SPAN to a variable, we check for the 
response value, to see if it is a 1. If it is, we set the 
class of our SPAN to ‘used’ which will show the span, 
and inform the user the name is in use. Otherwise, 
we leave the class as ‘okay’ and it stays hidden. The 
result? Instant feedback like so:

This of course happens as soon as the user tabs (or clicks) 
into the password field. They have not even clicked the 
Register button yet – slick eh?

Conclusion
This may seem like a complex concept, and at 
some levels it can become pretty intense when you 
are using AJAX for complex applications. But at its 
root, the idea is fairly straightforward. You’ll notice 
that we only used 3 functions, none of them very 
detailed. In fact the JavaScript is around only 70 
lines of code including comments and spacing!
The best way to really get a grip on this is to run the 
examples yourself. Set up some alerts so you can 
see exactly when things happen. Change around 
the PHP script to do some different things. If you’re 
really adventurous, hook the PHP up to a database 
of usernames and make it a full working example. 
If you want to see this example running, you can 
point your browser to:
http://www.pixelmech.com/xreq/username.html

http://www.pixelmech.com/xreq/username.html
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The Ajax Filmstrip
In the previous chapter we saw the 
very basics of Ajax, we’ve learned 
to make asynchronous requests 
to the web server, thus freeing us 
from reloading a web page. This 
allows us to have much more of an 
“application like” feel to our web 
pages – or web application pages.

We simply verified a username and 
presented a message to the user. 
Nice and useful, but not extremely 
exciting. What if we wanted to deal 
with images? Adding images to 
the ballgame opens our creative 
minds and gets the juices flowing! 
Furthermore, we’d like to think in 
a slightly more object oriented 
way than just stacking up loads 
of functions to do our dirty work. 
Pretty soon we’ll find we’ve added 
new functionality but also tons of 
overhead to our pages. We want to 
avoid that. 

For this lesson we’re going to build 
a very basic (and I mean basic) 
version of the Windows “Filmstrip” 
functionality. Filmstrip  is a folder 
view on the Windows platform that 
looks like the picture above.

It’s a nice way to browse through photos or pictures. It might be nice 
to have this functionality on a web page. Possibly a catalogue page, 
for example, would benefit from only initially loading thumbnail 
versions of the products and then giving the user the ability to load 
the larger more detailed image. We see this functionality a lot on the 
web, but it generally uses pop up windows or some kind of page 
loading. With Ajax, we can avoid those things and just fire up the 
image nearly instantaneously.
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The Ajax Controller
In order to do this, we’re going to change the way 
we write the JavaScript to handle the request. In 
software architecture, there is a framework (or 
a software design pattern) known as the Model-
View-Controller framework. In a nutshell (and to 
quote Wikipedia), the MVC framework “separates 
an application’s data model, user interface, and 
control logic into three distinct components so that 
modifications to one component can be made with 
minimal impact to the others.”  

In this case, we won’t really have a data model as of 
yet, there isn’t going to be any database for example. 
The view is going to be our web page – it gives 
the user a view into the model. Lastly you have the 
controller which takes requests from the view(er), 
deals with the data and spits out new views. 

This is essentially what we want – an Ajax controller 
that responds to the view (and in the future possibly 
interacts with a data model, such as a database or 
XML files) separately from the view code, and then 
adjusts the view accordingly. 

We’ll take this approach as a starting point. Our 
finished tutorial piece certainly won’t be a complete 
MVC pattern, but it is something to start with and a 
solid base to build upon. So our Ajax controller will 
handle requests from the view, deal with the data 
(which at this point will reside in the controller) and 
send back to the view the appropriate changes.

The View
Our view (the web page the user first sees) will 
look like this upon page load:

Simply a “filmstrip” across the top (instead of the 
bottom, we don’t want our filmstrip to get caught 
“below the fold” on smaller resolutions) with a 
preview section below. Just like in the Windows 
version, clicking on a thumbnail will load the larger, 
full picture and the description, like this:

http://en.wikipedia.org/wiki/Model_view_controller
http://en.wikipedia.org/wiki/Model_view_controller
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Code for the view
The HTML code for the view is very simple, and 
looks like this:

<!DOCTYPE html PUBLIC “-//W3C//DTD 
XHTML 1.0 Transitional//EN”
	    “http://www.w3.org/TR/xhtml1/DTD/
xhtml1-transitional.dtd”>
<html xmlns=“http://www.w3.org/1999/
xhtml”>
<head>
	 <title>Ajax Controller</title>
	 <script type=“text/javascript” 
src=“ajaxController.js”></script>
</head>
<body>

<h1>Filmstrip</h1>

<div id=“filmstrip”>
<a href=“colorado.html” onclick=“a
jaxController(‘colorado’); return 
false;”><img src=“colorado_thumb.
jpg” width=“100” height=“75” alt=““ 
border=“0” /></a>
<a href=“scene2.html” onclick=“ajaxCon
troller(‘scene2’); return false;”><img 
src=“scene2_thumb.jpg” width=“100” 
height=“75” alt=““ border=“0” /></a> 
<a href=“scene3.html” onclick=“ajaxCon
troller(‘scene3’); return false;”><img 
src=“scene3_thumb.jpg” width=“100” 
height=“75” alt=““ border=“0” /></a> 
</div>

<div id=“livearea”>
<div id=“message”><p>Preview Pane</p></
div>
</div>

<div id=“description”></div>

</body>
</html>

(Note: I did not show the inline CSS – but it is 
there. In real world applications, always link to 
your stylesheets of course.) 

Our one and only JavaScript call is to our Ajax 
controller. We have our thumbnails loaded into 
a DIV tag, and some other DIV tags in which the 
large image and description text can be loaded. 
We do have inline event handlers, but in the future 
we will write those out using unobtrusive JavaScript 
techniques. Notice the HREF points to an HTML file, 
while the event handler returns false. This allows 
browsers with JavaScript turned off to still get the 
larger image, they will just have to load another 
page instead. Remember that JavaScript should 
enhance, not break your pages.

Ajax Controller Code
That’s all fine and dandy, but what exactly does this 
call to the controller do? First, let’s take a glance 
at the whole controller (it isn’t long) and then we’ll 
explain it piece by piece. 
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/* Globals */
var stateData = {
	 ‘colorado_image’ : ‘image.html’,
	 ‘colorado_desc’ : ‘description.xml’,
	 ‘scene2_image’ : ‘image2.html’,
	 ‘scene2_desc’ : ‘description2.xml’, 
	 ‘scene3_image’ : ‘image3.html’,
	 ‘scene3_desc’ : ‘description3.xml’ };

/* Controller */
function ajaxController()
{
	 var parameters = ajaxController.arguments;

	 switch (parameters[0])
	 {
		  /* Handle the called XMLHttpRequest() */
		  case “request”:
		  var request = getReqObject();

		  if (request)
		  {
			   request.onreadystatechange = function ()
			   {
				    if (request.readyState == 4 && request.status == 200)
				    {
					     currentElement = document.getElementById(parameters[2]);
					     currentElement.innerHTML = request.responseText;
				    }
			   }
			   request.open(“GET”, parameters[1], true);
			   request.send(null);
		  }
		  break;
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		  /* load a specific item instead */
		  case “colorado”:
		  ajaxController(‘request’, stateData.colorado_image, ‘livearea’);
		  ajaxController(‘request’, stateData.colorado_desc, ‘description’);
		  break;
	 	
		  case “scene2”:
		  ajaxController(‘request’, stateData.scene2_image, ‘livearea’);
		  ajaxController(‘request’, stateData.scene2_desc, ‘description’);
		  break;
	 	
		  case “scene3”:
		  ajaxController(‘request’, stateData.scene3_image, ‘livearea’);
		  ajaxController(‘request’, stateData.scene3_desc, ‘description’);
		  break;		
	 }
}

function getReqObject()
{
	 var r = null;

	 try
	 {
		  r = new ActiveXObject(“Msxml2.XMLHTTP”)
	 }
	 catch(e)
	 {
		  try
		  {
			   r = new ActiveXObject(“Microsoft.XMLHTTP”)
		  }
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Let’s skip the “globals” section for a moment and 
talk about the request object first. Last time, we used 
less code to get the request. This time we’ve written 
a separate function that really is more complete 
and covers all the bases of what the request object 
can be among browsers. This is in fact the code that 
Google Suggest first launched with, so we can be 
confident it is pretty well written! We’ve dumped 
that code into a function called getReqObject(). 
Notice the use of the try/catch blocks to catch any 
errors. If the request object fails, it won’t bring 
down our web page or application.

Knowing that, we can begin to deconstruct the 
controller itself:

var parameters = 
ajaxController.arguments;
	 switch (parameters[0])

Remember that the arguments property takes all 
the parameters (or arguments of course) sent to a 
function by the event handler (the callee) and puts 
them in an array. I’ve talked before about how this 
can be useful when you will call the same function at 
different times with different numbers of arguments 
– and this is such the case.

So we’ll use a SWITCH control structure based on 
the first argument sent to our controller. That first 
argument is really going to be the method (as in 
“function”) that we are calling in our controller. 
You’ll recall in the HTML the event handler had this 
function (method) call:

ajaxController(‘colorado’);

So in this instance “colorado” is the method we are 
going to look to match. (Yes that is a strange name 
for a function – nor very helpful. 

	 	
	 catch(oc)
		  {
			   r = null
		  }
	 }
	
	 if(!r && typeof XMLHttpRequest != “undefined”)
	 {
		  r = new XMLHttpRequest()
	 }
	 return r
}  
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Remember this is a first iteration.) We see that 
matched in the following CASE statement:

case “colorado”:
	 ajaxController(‘request’, stateData.
colorado_image, ‘livearea’);
	 ajaxController(‘request’, stateData.
colorado_desc, ‘description’);
	 break;

So colorado matches and we run the statements 
supplied – and what do we have but two more 
calls to the controller! See, the controller is going 
to handle nearly everything we do – it is after all 
the controller. Any extraneous functions (like the 
getReqObject() function) are going to most likely 
be utilities for the controller itself (think of them 
as private methods of a class – that won’t be called 
externally from the controller.)

Here, the controller is called twice, this time with 
3 arguments instead of 1 – and the method being 
called is the “request” method. And of course, that 
is the meat and potatoes of our filmstrip application. 
This is the only other real method in our controller 
at the moment (the other two are doing the same 
thing as the colorado method).

Handling the request
Again, there isn’t much here, for what is being done 
is fairly straightforward and efficient. 

/* Handle the called XMLHttpRequest() 
*/
		  case “request”:
		  var request = getReqObject();

		  if (request)
		  {
			   request.onreadystatechange = 
function ()
			   {
				    if (request.readyState 
== 4 && request.status == 200)
				    {
					     currentElement = 
document.getElementById(parameters[2]);
					     currentElement.
innerHTML = request.responseText;
				    }
			   }
			   request.open(“GET”, 
parameters[1], true);
			   request.send(null);
		  }
		  break;

After putting the Http request (returned from the ‘r’ 
variable from getReqObject()) into a variable called 
request, we set the onreadystatechange property 
of the XMLHttpRequest object to an anonymous 
function. 
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Then we write the code write there for our method. 
So everytime there is a state change in our request, 
our method will check to see if the readyState and 
the status are ready for us. We did the same thing 
last time, now we’re just doing it in a more concise 
way. 

However we need to take a look at a couple lines in 
particular:

currentElement = document.getElementByI
d(parameters[2]);

We need to tell our method what DIV in which to 
load the request information. Looking back at our 
function call, we see:

ajaxController(‘request’, stateData.
colorado_image, ‘livearea’);

So “livearea” is the argument sitting in the 2 spot 
of the array (remember JavaScript arrays start at 
0). That is the name of our DIV. We want to avoid 
hardcoding things like this so our application can 
remain flexible, so instead we send it along when 
we call the function. 

The next line dumps the responseText into that 
DIV as innerHTML, and we’ll talk about that in a 
moment.

But we need to consider this middle argument 
“stateData.colorado_image.” What is this? You’ll 
remember we had this block of code at the 
beginning of our Ajax controller:

var stateData = {
	 ‘colorado_image’ : ‘image.html’,
	 ‘colorado_desc’ : ‘description.xml’,
	 ‘scene2_image’ : ‘image2.html’,
	 ‘scene2_desc’ : ‘description2.xml’, 
	 ‘scene3_image’ : ‘image3.html’,
	 ‘scene3_desc’ : ‘description3.xml’ 
};

This is simply an object we defined for our own 
use, having key and value pairs. This can be very 
useful, and acts kind of like a hash map in other 
languages. 

Custom objects and methods are beyond the scope 
of this article, but really all you need to know is we 
can now access the information on the right side of 
the “:” by using the information on the left – the key 
– as a property to the object name. So as you just 
saw, to grab the filename for the Colorado image, 
we simply do this:

stateData.colorado_image
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The value of colorado_image is “image.html”, so 
that is what is going to be sent – exactly what we 
need! So in essence, this user defined object is 
our data store for the time being. It probably will 
not be a good long term solution, but it gets our 
application off the ground without having to do too 
much heavy lifting.

If we knew that our picture galleries were going to be 
fairly light in size, we could somehow dynamically 
generate this object by reading what is put into a 
certain folder on the server periodically. If we are 
going to have lots of images, we’re going to want a 
more robust data solution.

All that is left then is to make the request so we can 
get our image and description:

request.open(“GET”, parameters[1], true);
We open the request, and you’ll see we grab the 
parameter in the 1 index spot that we just talked 
about, stateData.colorado_image, of which the 
value is image.html.

Getting an image back from the request
But how do we process binary data coming back 
from the server? We played around with some text 
in an XML file last time, but that doesn’t help us 
with an image. And we can’t really describe pixels 
in XML, can we?

I thought we needed XML? Not if you have a 
namespace!

You’ll remember last time, and really the standard 
Ajax example uses an XML file and pulls that in and 
parses it using the DOM. There is nothing wrong 
with that, but there is more than one way to skin a 
cat! We can avoid having to parse the XML data by 
being sneaky – and sneaky is good.

Here we’re pulling in two files (note we made two 
calls to the ajaxController) one HTML and one XML. 
Remember we are using innerHTML to handle 
the responseText – so we’re literally dumping the 
whole HTML – actually XHTML – file into that DIV. 
So it will display as HTML – image intact! (As long 
as the image path is correct of course.) There’s no 
need to handle any binary data at all, because the 
browser deals with all of that as it normally would 
with HTML.

That just leaves the description data in the XML file. 
Instead of parsing it, we can do something different 
with a namespace:

<?xml version=“1.0” encoding=“UTF-8”?>
<item id=“image”>
	 <div xmlns=“http://www.w3.org/1999/
xhtml”>
	 <p class=“photoTitle”>Colorado 
Panorama</p>
	 <p class=“photoDesc”>A great view 
across the wide southwest.</p>
	 </div>
</item>
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This is a simple XML file, with the required root 
element we made up named “item” with an ID. 
Within that root, we put a DIV and notice – an XML 
namespace – in fact, we’re telling this file to behave 
as – you guessed it – XHTML! So when this file gets 
pulled into its own DIV, it will be interpreted as 
good old HTML, thus no parsing required! 

Conclusion
This is a good start to a more useful application 
of Ajax. The controller can be built on to be 
more robust, but you’ll notice it has a very small 
footprint. With careful planning we should be 
able to keep it manageable. For example, we 
don’t want a method written for each picture 
we have like we currently have. We want a 
method that will handle any picture, without 
having to hardcode names. 

Essentially our photo description is some kind 
of user defined metadata. We’ll want to think 
about allowing the user to modify that on the 
fly as well – or maybe letting visitors comment 
on photos. There are lots of directions we can 
go.

Think about what improvements can be made 
to our controller and the application itself, 
and next time we’ll take our little filmstrip 
application farther, improving the code and 
the functionality.
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Ajax: Ready States, PHP 
and Arrays
We built a basic filmstrip 
application using Ajax. It 
was neat to see the images 
and descriptions coming in 
asynchronously, but it wasn’t a 
very extendable application of 
Ajax. What if we wanted to add 
new images? And what about 
all the hard coded JavaScript? 
There ought to be something 
we can do to make this type of 
application more robust.

In fact, there are a few things 
that we can do to toward that 
end. First of all we can make 
use of a server side language 
(we’ll use PHP) to figure out how 
many images (and what they 
are) on our server. We can also 
make generous use of arrays, 
both in JavaScript and PHP to 
do some of the data handling. 
Essentially, we want to think in 
a more object oriented way. 

Lastly, we can make use of the 
xmlHTTPObject’s ReadyState 
property to keep the user 
informed of the progress when 
loading new elements into their 
view.

Ready States
The first thing we’re going to do is show the user at what point at which the 
request object is operating. While the pictures we used in the last demo 
(see screenshot below) are not that large, in a real-world application 
a full-size photo from a digital camera could be over one megabyte, 
and could take a few moments to load. We will want to definitely let 
the user know what is going on so they don’t think the browser or the 
application has crashed.
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This movie shows you how the filmstrip will look like:
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Remember that we attached a function to our request object to fire each time there is a state change. 
Review the script below:

		  if (request)
		  {
			   request.onreadystatechange = function ()
			   {	
				    var currentElement = document.getElementById(parameters[2]);
	 	 	
				    if (request.readyState == 0)
				    {
					     currentElement.innerHTML = “initializing”;
				    }
				    else if (request.readyState == 1)
				    {
						      currentElement.innerHTML = “processing request”;
				    }
				    else if (request.readyState == 2)
				    {
					     currentElement.innerHTML = “request acknowledged”;
				    }
				    else if (request.readyState == 3)
				    {
					     currentElement.innerHTML = “loading data..”;
				    }
				    else if (request.readyState == 4 && request.status == 200)
				    {
					     currentElement.innerHTML = request.responseText;
				    }
			   }
	 	 	
			   request.open(“GET”, parameters[1], true);
			   request.send(null);
		  }
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Each time the onreadystatechange property 
changes, our function will run (only during a 
request, of course.) What we have done here is 
broken out each readyState into its own if clause. In 
many cases you may normally only be interested 
in the readyState of “4” and the OK response (200) 
from the server. That is when all the processing is 
done. However, if you have a process like we do, 
where it may take a moment, we should let the user 
know what is going on. 

In reality, you are going to miss much of these 
messages as they fly by if you have a high speed 
connection and a fairly small “big” picture. And 
that’s okay – if the user has that fast a connection 
and the picture is small there is no need for them to 
see the messages. But for those larger pictures and/
or slower connections, it will be a boon to the user. 
Even with these “large” pictures on first load, we 
can at least see the “processing request” message 
for a moment.

The way we do this is the same way we place the 
response text (the HTML) into the DIV to show our 
image. We’re merely setting the innerHTML of the 
current element to display some text to the user. 
Our text simply mimics the actual descriptions 
of the readyState. In each case, we don’t need to 
worry about the browser response just yet (and so 
we don’t check for it) since we are only displaying a 
string of text from the request object. And since we 
are using innerHTML, each message will overwrite 
the previous one, making only the most recent 
message – and finally the large size picture itself 
(or the description) viewable.

Using PHP for our Filmstrip page
Most of the rest of our pages will not be in the 
ajaxController.js, although the controller will make 
use of the end results. What we’d really like to do 
is have something peek into our images directory 
and see the images that are there, write them out 
to the filmstrip and create the links. We can do this 
with PHP and unobtrusive JavaScript techniques.

Arrays to the rescue
We don’t really need a full blown database solution 
for a filmstrip page. This little application isn’t really 
a heavy lifting image viewing program that stores 
and handles our digital photos. It’s really more of a 
quick image previewing or sharing tool. We would 
constantly be adding and removing pictures. In 
order to hold the names of the photos, along with 
the associated files (the html file for displaying the 
image and the xml file for showing a description) 
we can use some arrays. We’ll start with a new page 
called filmstrip.php, then we’ll begin like this:
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var imagesResponse = new Array();
var descriptionResponse = new Array();

<?php
$folder=dir(“images”);
$arrayIndex = 0;
$totalImages = 0;
$imagesArray = array();

We’ve set up 3 arrays, 2 in JavaScript and one in 
PHP. The first two will simply hold a reference to 
the associated HTML and XML files. So for the 
first image in our list, the files image0.html and 
description0.xml will be associated as response 
files. When I click on image 0, those two files will 
be requested and sent back from the server to our 
page. But first we have to build these arrays. 

Notice we set a PHP variable for the folder and set it 
an “images’ directory. I’ve set up a couple counters 
to use as well. We’re going to start a WHILE loop, 
and while there are images in our directory, we’ll 
loop through and deal with each one:

while($folderEntry=$folder->read())
{
	 $pos = my_strrpos($folderEntry, ‘_
’);
	 $image_name = substr ($folderEntry, 
0 , $pos);
	 $image_version = substr 
($folderEntry, $pos);
	
	 if($image_name == ““) continue;

So, WHILE the $folder is able to read() an entry (thus 
the name $folderEntry) we’ll work with it. Now we 
know that our two file versions – thumbnail and full 
version – are signified by and underscore and then 
“thumb” or “full” at the end of the name. We want 
that information (which version of the file) as well 
as the name. And since they are split by a “_” it will 
be pretty easy. 

I grabbed a simple function off the PHP web site 
that will take a character and return its position in 
a string, which is just what we need. It looks like 
this:

<?
// get position of character in a 
string
function my_strrpos($haystack, $needle) 
{
   $index = strpos(strrev($haystack), 
strrev($needle));
   if($index === false) {
       return false;
   }
   $index = strlen($haystack) - 
strlen($needle) - $index;
   return $index;
}
?>

Notice, it returns the index number of the character 
we send (the $needle, in this case the underscore.) 
Then we’ll use substr() methods to build the image 
name (the characters before the underscore) 
and the image version (the characters after the 
underscore). 
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We have to be careful because PHP will give us an 
entry for other directories or paths it sees, and will 
return “.” And “..”. We don’t want these. Since our 
PHP will be stripping them apart, we can actually 
check the $image_name variable each time. If the 
name is blank (since there is no underscore) we 
don’t want to keep processing that entry. So we’ll 
use “continue” to restart the WHILE loop. However, 
if it is a legitimate image, we’ll keep on going:

	 if($image_version == “_thumb.jpg”) 
	 {
		  $imagesArray[$arrayIndex] = 
$image_name.’_thumb.jpg’;
		  continue;
	 }

The first thing we want on our page is the thumbnail 
versions of our image. So IF we have a thumbnail 
version (by checking our $image_version variable) 
then we’ll add our first image name to the images 
array. We’ll use this in the body of the page to write 
out our thumbnails. Now, remember we have TWO 
versions of each file. Things are going to get a bit 
tricky here.

We want both an accurate count of our images, 
and only the thumbnail images to be written out 
to the page. If we have a thumbnail, we’re going 
to “continue” again, restarting the loop. We still 
have to counters we are using ($arrayIndex  and 
$totalImages). 

We also need to write out to our JavaScript arrays 
still, to make sure we have the correct files (HTML 
and XML) but we have restarted the WHILE loop. We 
will still get to that however, since when the code 
hits a full size version of the photo, it will continue 
on through the loop. 

This means we will still get an accurate count of 
images instead of a double count (only the full size 
images will be counted) and we can still get our 
JavaScript arrays written correctly. If that doesn’t 
make sense, just follow along with the next code 
block:

?>
	 imagesResponse[<?=$arrayIndex?>] = 
“image<?=$arrayIndex?>.html”;
	 descriptionResponse[<?=$arrayIndex?>
] = “description<?=$arrayIndex?>.xml”;
<?
	 $arrayIndex++;
	 $totalImages++;
}

$folder->close();

Each time a full size image is processed, we’ll go 
through these last 4 lines. Afterward, we’ll close() 
off reading the directory.

The first two lines write out to the page the image.
html and description.xml file with an index number 
attached. This will match up each image to its html 
and xml file. 
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The first image in the list (image 0) will be tied 
to image0.html and description0.xml. We then 
increment the $arrayIndex and $totalImages 
counters. At this point, if we view source on our PHP 
page we’ll see this in the JavaScript block:

var imagesResponse = new Array();
var descriptionResponse = new Array();

imagesResponse[0] = “image0.html”;
descriptionResponse[0] = 
“description0.xml”;
imagesResponse[1] = “image1.html”;
descriptionResponse[1] = 
“description1.xml”;
imagesResponse[2] = “image2.html”;
descriptionResponse[2] = 
“description2.xml”;

Each time we drop a new image into our folder (or 
remove one) this will get rewritten, to be longer or 
shorter depending on how many images you have. 
There is one caveat to this process – how do the 
HTML and XML files get authored?

 Well, right now you manually create them. That 
is certainly not ideal, but building these files 
programmatically is quite involved and out of 
scope for this chapter. If we were going to do it 
programmatically, we’d want to REDO it each time 
we added or removed an image. Because the index 
numbers are going to change and things are not 
going to line up correctly.

If we were to write a high level algorithm  for the 
process it would be like this:

Add/Remove images
Request filmstrip.php
Remove all HTML and XML files
Write out arrays
Write out thumbnails to page
Write out each HTML page associated to 
each image
Write out each XML file associated to 
each image
Display page

Although I am no PHP wizard, I’m fairly sure PHP is 
quite able to delete the HTML/XML files and quickly 
rebuild them. Another way might be to create them 
on the fly. Remember each one of these files is very 
small. In particular the description file is like 5 lines 
long.

A similar problem exists with the description in 
fact. Where does the description come from – how 
does the user enter it? In truth, for this application 
you might want to do away with it. Remember this 
is a transient application, not a permanent one. The 
idea was to show you how you could grab 2 pieces 
of data simultaneously – of two different types (text 
and image). However if you were going to keep it, 
you’d need a form interface for each picture and 
a way to write to the XML file. Again, PHP could 
handle this.
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Back to the program – Building Links on the 
fly with JavaScript
Okay, now that we have our arrays we want to write 
a function (to be called when the page is done 
loading – we can’t write links to anchors that don’t 
exist yet!) that will write out the links.

function addEventsToLinks()
{
	 var filmstrip = document.getElementBy
Id(‘filmstrip’);
	 var anchors = filmstrip.getElementsBy
TagName(‘a’);
	
	 for(var y=0; y<anchors.length; y++)
	 {
		  anchors[ay].imageNum = y;
		  anchors[y].onclick = function() 
{
			   ajaxController(“load_full”, 
this.imageNum);
			   return false;
		  }
	 }
}
window.onload = addEventsToLinks;

We have our filmstrip DIV and using a reference to 
that, we get each link (written out by our PHP code 
in the body of the page – coming up next) using 
getElementsByTagName(). 

We’re going to iterate through each anchor and 
attach an anonymous function to the onclick event 
handler. We’re going to have one small issue of 
variable scope, we we’ll use a custom property.

We want to send the ajaxController the image 
number (the index in the array). You might think 
we would just send the value of ‘y’ in the loop. The 
problem is, when the onclick handler fires, y will 
be out of scope entirely. When the user clicks the 
link, y has no meaning at all. To get around this, we 
have to set something up in the function attached 
to the link that has meaning when it is set. 

JavaScript is powerful enough to allow us to set our 
own custom properties. By assigning a value to it, 
you immediately add it to that item and instantiate 
it. So we’ll make one called “imageNum” and set 
it to – that’s right – the value of y. So imageNum 
is now attached to the anchors[] array (which is of 
course an object).

So, while setting the onclick event handler for 
anchors[y], anchors[] is the current object, which 
can then be referenced by the ‘this’ keyword 
(remember THIS always refers to the current 
object.) So we send the second parameter as “this.
imageNum”. Then we return false, because we 
don’t want the anchor to actually be triggered and 
go anywhere. Lastly, we set the onload handler to 
call our function.
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Write out the thumbnails
As mentioned earlier, we have to write out our 
thumbnails. We do that with another WHILE loop in 
PHP:

<div id=“filmstrip”>
while($totalImages > 0)
{
	 $totalImages--;
	 $htmlPage = ‘image’.$totalImages.’.h
tml’;
	 ?>
	 <a href=“<?=$htmlPage?
>“><img src=“/ajax/images/
<?=$imagesArray[$totalImages]?>“ 
width=“100” height=“75” alt=““ 
border=“0” /></a>
	 <?
}</div>

Now we are in the BODY of the HTML page. We have 
a $totalImages count from earlier telling us how 
many images there are. So while there are more 
than 0, we’ll iterate through each one. Strangely 
enough, the first thing we do is decrement the 
variable – can you guess why? 

Remember, arrays start at 0. If we have a count of 3 
total images, that means we have 0, 1 and 2… oops 
– and index of 3 isn’t going to be anything but blank! 
That’s why we decrement first. Next, we’ll build an 
HTML file to call in case JavaScript is disabled. We’ll 
place that in the HREF. Why do that? 

Well in this case, we can basically mimic the filmstrip 
by loading the HTML page in the conventional way. 
The user would have to go back and forth constantly, 
but it would still work. 

As you build more complex applications with Ajax, 
it may become impossible to degrade. In this case 
we can make it work so we should. 

Lastly, we write out, using the images array and 
$totalImages as our index position, the image name. 
If we view source now we’ll see this:

<div id=“filmstrip”>
	 <a href=“image2.html”><img 
src=“/ajax/images/colorado_thumb.
jpg” width=“100” height=“75” alt=““ 
border=“0” /></a>
	 	 <a href=“image1.html”>
<img src=“/ajax/images/redrock1_
thumb.jpg” width=“100” height=“75” 
alt=““ border=“0” /></a>
	 	 <a href=“image0.html”>
<img src=“/ajax/images/redrock2_
thumb.jpg” width=“100” height=“75” 
alt=““ border=“0” />
</a>
	 </div>

Each of our images has an HTML page to fall back 
on as well as the SRC of the IMG tag set. Of course, 
you cannot see the onclick event handler, since we 
added it unobtrusively using the DOM.
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Ajax makes it happen
Assuming the user has JavaScript enabled, our 
Ajax controller will then load the image and the 
description dynamically. Remember the function 
call is:

ajaxController(“load_full”, this.
imageNum); 

With this.imageNum being an index of an array (in 
this case of 0-2, 3 images.) Heading back over to 
our controller, our code looks like this now:

/* Controller */
function ajaxController()
{
	 var parameters = ajaxController.
arguments;

	 switch (parameters[0])
	 {
		  /* Handle the called 
XMLHttpRequest() */
		  case “request”:
		  var request = 
getXMLHttpRequest();

		  if (request)
		  {
			   request.onreadystatechange = 
function ()
			   {	
				    var currentElement = 
document.getElementById(parameters[2]);

/* 				   if (request.readyState 
== 0)
				    {
					     currentElement.
innerHTML = “initializing”;
				    }
				    else if (request.
readyState == 1)
				    {
					     currentElement.
innerHTML = “processing request”;
				    }
				    else if (request.
readyState == 2)
				    {
					     currentElement.
innerHTML = “request acknowledged”;
				    }
				    else if (request.
readyState == 3)
				    {
					     currentElement.
innerHTML = “loading data..”;
				    }
				    else if (request.
readyState == 4 && request.status == 
200)
				    {
					     currentElement.
innerHTML = request.responseText;
				    }
			   }
	 	 	
			   request.open(“GET”, 
parameters[1], true); 		
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			   r = null
		  }
	 }
	
	 if(!r && typeof XMLHttpRequest != 
“undefined”)
	 {
		  r = new XMLHttpRequest()
	 }
	 return r
}  

We are of course firstly interested in this part:

/* load full picture */
		  case “load_full”:
		  ajaxController(‘request’, images
Response[parameters[1]], ‘livearea’);
		  ajaxController(‘request’, d
escriptionResponse[parameters[1]], 
‘description’);
		  break;	

The parameter in the 1 index happens to be our index 
number (our custom property) of 0-2. It is calling the 
request method and using either the livearea DIV or 
the description DIV. The index number sent by the 
function call is being put into two arrays, which we 
set earlier in JavaScript – the imagesResponse and 
the descriptionResponse. If we sent an index value 
of 2 for example, we’d have the following values:

imagesResponse[2] = “image2.html”;
descriptionResponse[2] = “description2.
xml”;

The value for each array entry is what is going to 
be sent to the “request” method. So this:

request.open(“GET”, parameters[1], 
true);

Is really this:

request.open(“GET”, ‘image2.html’, 
true);

Or the associated XML file. If you look at the 
ajaxController JavaScript, the only hardcoded 
information is the DIV id of where the information 
is going. 

Conclusion
If we can somehow remove the DIV information 
from the ajaxController, we’d have a 
completely abstract controller. It might be a 
good exercise to see if you can figure that out. 
As you can see, in order to take full advantage 
of what Ajax has to offer, you may have to 
begin to step over to the server side. 

While PHP works just fine, it could just as well 
be JSPs or ASP.Net. It depends on what your 
application is trying to accomplish.����������  Remember 
that arrays can be a powerful tool in moving 
around data. And custom properties can come 
to the rescue when variable scope gets out of 
hand.
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Google Maps and AJAX: Web 2.0 on Your 
Web Site

In the last 6 months or so there has been a lot of talk 
about “Web 2.0”. Some of this is certainly hype, 
and the desire by some people to put a label on 
things. In any event, what we do have happening 
is the emergence of some pretty cool technologies 
and one of those technologies is called AJAX or 
Asynchronous JavaScript + XML. If you want the full 
story on AJAX from one of the chief drivers behind 
the idea, you can read this article over at Adaptive 
Path. 

You’ll notice he mentions Google Maps, and we’ll 
get to that in a moment. We do want to first summarize 
what AJAX is in a nutshell and how JavaScript fits 
in. 

AJAX in a nutshell
One of the drawbacks of the web is the push and 
pull of the client-server relationship. The client 
requests something, and then you wait while 
the server responds. Your page reloads, and the 
process continues. For most mundane situations 
this is just fine. If you are reading an article with text, 
the response from the server is generally almost 
instant (unless the site is extremely ad-heavy). 

The problem begins to rear its ugly head when you 
want to begin building richer sites and applications. 
When you want the user to start interacting with the 
interface – like a map for example! 

Then you begin to see the inherent problem in the 
client-server request/response cycle. I want to 
move the map over one mile because what I want 
to see is just out of my view. I click an arrow or 
some widget, and the client calls the server, gets 
the direction and whatever else it needs from the 
request to figure out what John Doe wants to see, 
and then pushes back the next version of the map. 
But oops! I went the wrong way – I wanted to go 
East, not West! Oh boy, now you have to click twice, 
and wait twice as long.

Apply this concept to any rich application where 
you’d want more than a casual interaction with 
your users. Even adding items to a shopping cart 
and updating that card can be a tedious process. 
Then think about more customized and “cooler” 
interfaces you might want to do – such as changing 
page layouts on the fly, color schemes or even 
data sets. Again, the typical client-server cycle – a 
synchronous cycle. 

AJAX however, is asynchronous. In other words, it 
does not wait for the client-server cycle – it happens 
independently instead. So when you request to 
move the map – the action begins happening 
immediately. There is no waiting for the server to 
respond because there is already an AJAX engine 
loaded up (when you first arrives) that facilitates 
the data transfer. If you have ever played around 
with a Google map (or any of the neat websites that 
are making use of them) you know exactly what 
we’re talking about. 

http://www.adaptivepath.com/publications/essays/archives/000385.php
http://www.adaptivepath.com/publications/essays/archives/000385.php
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Our Example
Take the directions page for my church, for example. It looks 
like this:

You can see this page at:

http://www.crossandthrone.com/directions.html

Go ahead and begin dragging the map around. It acts just like 
any map would over at maps.google.com. And the engine that 
drives this beautiful piece of interactivity is – you guessed it 
– JavaScript.  Now we won’t actually look at the API or the AJAX 
engine that Google wrote – that would be far too complex for 
now and much of it is proprietary anyway. But we can take a look 
at the API that Google exposes and the JavaScript that controls 
it, and see how you can make it work for yourself just as I did 
with my site.

Our Example
For the purposes of this chapter, we’re 
going to use a stripped down version 
of the page so things are easier to 
understand. That page is here:

http://www.crossandthrone.com/
googleMap101105.html

This map looks about the same; it’s just 
not quite as stylish. Also, we’re going to 
need to reference the Google Maps API 
documentation to a degree, and you are 
going to need to sign up for a free key. 
In order to actually do this exercise you 
are also going to need access to your 
own web site or space, because a key is 
tied to a specific domain, and will only 
work with that domain. You’ll find the 
Google information at:

http://www.google.com/apis/maps/
One of the first things you’ll notice is the 
top of the page, where it says “Sign up 
for a Google Maps API key.” Go ahead 
and do that before continuing on with 
this chapter.

And tada! 
You’ve done it

http://www.crossandthrone.com/directions.html
http://www.crossandthrone.com/googleMap101105.html
http://www.crossandthrone.com/googleMap101105.html
http://www.google.com/apis/maps/
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A look at the code
You may have already sneaked a peek (thought you got away with it, didn’t you!) at the source code, but 
let’s go ahead and take an official look now:

<!DOCTYPE html PUBLIC “-//W3C//DTD XHTML 1.0 Transitional//EN” “http://www.
w3.org/TR/xhtml1/DTD/xhtml1-transitional.dtd”>
<html xmlns=“http://www.w3.org/1999/xhtml”>
<head>
<title>Map</title>
	
<script src=“http://maps.google.com/maps?file=api&v=1&key=ABQIAAAA8XNQWWSmd8409
OEuk_8ueBRsF5UZUlM6paioJHY6s0smY4u1iRSGtfdF1-_0Uacb3Kcb-Znv6ovhjQ” type=“text/
javascript”></script>
<style type=“text/css”>
#map {width: 400px; height: 350px; border: 5px solid #F4F2E4;
  font-size: 1em; line-height: 1.2;}
#map a {border-bottom: 1px solid;}
</style>

<script type=“text/javascript”>
//<![CDATA[

var WINDOW_HTML = ‘<div style=“width: 225px;”><p><strong>Grace Community 
Church<\/strong><br \/>San Rem and Grenada Blvd.<br \/>Lake Villa, IL 60046
<\/p><a href=“http://maps.google.com/maps?q=N+Granada+Blvd+At+W+Sanrem+Ave+Lake+
Villa,IL+60046&ll=42.404326,-88.037138&spn=0.030285,0.070613&hl=en”>Get Driving 
Directions<\/a><\/div>‘;

function loadMap() {
	 var map = new GMap(document.getElementById(“map”));
	 var center = new GPoint(-88.037138, 42.404324);
	 map.centerAndZoom(center, 2);
	 var marker = new GMarker(center);
	 map.addControl(new GLargeMapControl());
	 map.addOverlay(marker);
	
GEvent.addListener(marker, ‘click’, function() {
		  marker.openInfoWindowHtml(WINDOW_HTML);
	 });
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Wow, that’s not much code for a really cool effect, is it? That is partly the beauty of AJAX, and of course 
partly due to the fact that Google has done all the heavy lifting for you by writing the AJAX engine and 
exposing the API. As long as you know some JavaScript, you’re going to be able to whip this thing into 
shape in no time at all. 

There are three primary items of note here to begin with. The first one is the following script tag:

<script src=“http://maps.google.com/maps?file=api&v=1&key=ABQIAAAA8XNQWWSmd8409
OEuk_8ueBRsF5UZUlM6paioJHY6s0smY4u1iRSGtfdF1-_0Uacb3Kcb-Znv6ovhjQ” type=“text/
javascript”></script>

You’ll notice the part that is bold is the value “key” with an associated value. That is going to be the 
Google key you sign up for, and it is only going to work on the domain you sign up for it (so no use trying 
to jack mine!) If you don’t have this, nothing is going to work for you, so that is job one. That was pretty 
easy, let’s move along .
The other two things are a function called loadMap() and then an onload event tied to the window to – you 
guessed it – load the map. We didn’t write this function, it was given to us by Google. 

	 GEvent.addListener(marker, ‘infowindowclose’, function() {
		  map.recenterOrPanToLatLng(center, 2);
	 });
	 marker.openInfoWindowHtml(WINDOW_HTML);
}

window.onload = function(){setTimeout(‘if (GMap) loadMap();’, 10);}

//]]>
</script>
</head>
<body>
<h2>Directions</h2>
<div id=“map”></div>
<p>Text directions can go here.</p>

</body>
</html>
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We can find out a lot about how the API works with 
Google’s documentation at:

http://www.google.com/apis/maps/
documentation/

That’s great, but who wants to read all that, right? It’s 
a lot easier to begin digesting something like that 
after you have a simple example working under 
your belt – and that’s why we’re here!

function loadMap()
There is a TON of stuff you can do with this API – we 
will barely even scratch the surface. But the cool 
thing is we can get our snappy map up and running 
pretty quick with the loadMap() function. We’re 
going to delve into the object-oriented world a 
bit now. If you are unfamiliar with object-oriented 
concepts, you should still be able to get the idea of 
what is going on here, but you may want to read up 
more on these concepts later. 

In any event, what we first need to do is instantiate 
an instance of the class GMap. We need a map, 
right?

var map = new GMap(document.
getElementById(“map”));

Notice we sent an argument to the constructor 
– something with an ID of “map.” Where did that 
come from? Well, we put it there:

<div id=“map”></div>

That’s the container for the map to display in. Man, 
if only everything were this easy! So now we have 
an instance of GMap and it’s going to sit nice and 
neat in our little DIV. Notice that I set up some CSS 
code to pretty it up how I wanted it. Make it as big 
or small as you like, just keep in mind you may or 
may not be putting certain controls and markers 
on the map you might need room for. 

In our example, we have the map controls and the 
marker for the location of the church, so I made 
the DIV big enough to accommodate those with 
ease while still not dominating the page. You see, 
all we are doing here is manipulating objects and 
methods that Google has already provided for us. 
We aren’t really writing any code per se. We’re 
using JavaScript to control what already exists. 

So we do need to know how to script to use the 
controls, but once you do (and if the documentation 
is good – which in this case it’s fairly good and there 
is a lot of online help via forums, etc.) then you can 
use your scripting skills to do something really 
snazzy – without having to write it from scratch 
by yourself. Something you probably couldn’t do 
anyway. 

So getting back to the code, the next thing we need 
to do is set the geopoint of the location (in my case, 
my church). 

http://www.google.com/apis/maps/documentation/
http://www.google.com/apis/maps/documentation/
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var center = new GPoint(-88.037138, 
42.404324);

Wait, how in the world do you find that out? Why, 
using Google maps of course. Go the maps.google.
com and find the location for which you are going to 
make a map. Then look at the URL in the address bar, 
and fine the “ll” (that’s “el el”) value (which stands 
for latitude and longitude). It will look something 
like this:

&ll=42.404326,-88.037138

Then simply plug those values into the arguments 
for the GPoint constructor. BUT NOTE! See how 
the values are REVERSED? That caused me a lot 
of trouble early on. When setting the GPoint, the 
second value in the URL string is the FIRST value in 
the constructor – make sure you remember that or 
your map will not work.
Now, the variable map holds our GMap object, 
and it has various methods and properties we can 
play around with. Let’s zoom into the centre of our 
location on the map:

map.centerAndZoom(center, 2);

Isn’t it great when you don’t have to write a method, 
only call it? Ahhh, Xanadu. 

Map controls
How about we put a marker on our location (like 
the red tag that is on mine):

var marker = new GMarker(center);

Once again we instantiate something that already 
exists, and the argument is simply to centre the 
marker. Remember, when you want to dig into these 
objects more and see what more they can do, that’s 
when you start digging into the API documentation 
and find out what more cool things you can do. For 
now, we’ll just get you up and running.

Now the map controls and overlay (the zoom 
‘ladder’ thing) is a nice to have. That is also very 
easy to add:

map.addControl(new GLargeMapControl());
map.addOverlay(marker);

Just more methods added to the GMap object. The 
marker we just made was added to the map along 
with a large map control. Now things are looking 
pretty darn spiffy.

How about an info window? 
When I first saw this done, I saw it used for an event 
apart, on the following page:
http://www.aneventapart.com/events/

http://www.aneventapart.com/events/
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That was a nice touch, so I added the same thing to 
my map. In order to do that, we used an addListener() 
method provided by the API onto a GEvent object. 
If you look at the code closely:

GEvent.addListener(marker, ‘click’, 
function() {
		  marker.openInfoWindowHtml(WINDOW
_HTML);
	 });
	 GEvent.addListener(marker, 
‘infowindowclose’, function() {
		  map.recenterOrPanToLatLng(center
, 2);
	 });
	 marker.openInfoWindowHtml(WINDOW_
HTML);

You’ll see it’s not real hard to understand. We’re 
adding an onclick event to the marker we already 
have on the map. Furthermore, it is going to make 
that nice little white info window and drop in 
WINDOW_HTML. You’ll notice that is simply a string 
at the top of the script block:

var WINDOW_HTML = ‘<div style=“width: 
225px;”><p><strong>Grace Community 
Church<\/strong><br \/>San Rem and 
Grenada Blvd.<br \/>Lake Villa, IL 
60046<\/p><a href=“http://maps.google.
com/maps?q=N+Granada+Blvd+At+W+Sanrem+
Ave+Lake+Villa,IL+60046&ll=42.404326,-
88.037138&spn=0.030285,0.070613&hl=en”>
Get Driving Directions<\/a><\/div>‘;

Styled how I want it to look. It also adds the little 
‘x’ icon to close the window, and centres the map 
when that is done. Notice how anonymous functions 
are used (like we have talked about before) to add 
these methods to the events so they need not reside 
anywhere in the map code itself.

Last but not least, call the function when the page 
loads:

window.onload = function(){setTimeout(‘
if (GMap) loadMap();’, 10);}

And tada! You’ve done it, you’re very own snappy 
Google map. All the heavy work is done by AJAX 
behind the scenes and in essence, in real time. Now 
that’s Web 2.0.

Conclusion

As I said, this only scratches the surface. Once 
you have your own map up and running, go 
ahead and start perusing the Google API 
documentation. Take it in small chunks, and 
play around with adding and modifying 
things as you begin to understand it better. 
Then maybe you’ll write a neat application 
like this:

http://www.housingmaps.com/

http://www.housingmaps.com/
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About DMXzone 

The History of DMXzone
DMXzone was founded in Feb 2001 by George Petrov. 
It was then called UDzone after the Macromedia 
product UltraDev that preceded Dreamweaver 
MX. By April 2001 we’d already been asked by 
Macromedia to speak at the Macromedia UCON 2001 
conference in New York. Since then, we’ve grown to 
over 300,000 registered members of all levels and 
locations, who come together to share knowledge 
and learn from each other. We are an independent 
community and are in no way connected with 
Macromedia, the makers of Dreamweaver MX.

In May 2003, we launched our very successful 
Premium Tutorials track, publishing professionally 
written tutorials by a team of authors for an 
affordable price every day, as we ourselves were 
tired of shelling out lots of money for computer 
books full of redundancy and newbie’s explanation. 
This premium track runs alongside the free content 
submitted by members.



Introduction

This e-book will teach you how to use DHTML and AJAX to 
create amazing new applications and interactive features 
for your website. Tom Dell 'Aringa shows you how to create 
Popup Windows, Fly out menus, Filmstrips, advanced form 
features and much more! 

Ajax enables you to write interactive applications while 
reducing the amount of data interchanged between the 
web browser and web server. This results in shorter 
processing times so you can give your user the ultimate 
web experience.

DHTML allows you to create amazing effects and allows you 
to enhance the interactivity of your webpage without using 
any Plug-ins. DHTML files are also smaller then HTML files 
thus speeding up your website even further. 

What this book does, and who it’s for.

This book is for anyone with an interest in developing their DHTML 
and AJAX skills. The writer uses very clear examples that will enable 
you to master the programming languages. It’s also a useful reference 
for developers.

About Tom Dell’Aringa

Tom is our programming guru; he wants to teach you how to correctly 
use DHTML and AJAX by teaching the basics first, then covering some 
simple, commonly used scripting next. After that he will move on to 
building real world applications while making sure that the code is 
efficient and that the user experience is good.
During the early 1990's, Tom (http://www.pixelmech.com/) spent his 
days as a graphic designer for a small publishing house. His boss 
threw a World Wide Web book at him one day, “encouraging” him 
to research it. Tom fell in love and quickly made the transition from 
print to web technologies, teaching himself along the way. 

Tom Dell’Aringa

 http://www.pixelmech.com/ 
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